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Abstract— A dense, coordinated deployment of BSs/APs is the
most promising approach to address the increasing demand
for higher wireless data rates. Using analog beamforming to
coordinate and multiplex transmitters while employing digital
beamforming locally per transmitter, promises to deliver the
performance gains of coordination without high overhead. A
central challenge of this hybrid beamforming architecture is how
to jointly select the users and beams for each transmitter during a
common transmission slot. To address this challenge, we propose
a novel greedy user-beam selection scheme, which, similar to
user selection algorithms in the context of MU-MIMO, aims
to maximize a utility function of the users’ rates. Motivated
by the luck of formal bounds on such schemes, we propose
two additional novel algorithms for which we establish formal
performance bounds. The first algorithm is a greedy solution of
an associated maximum weight independent set problem with
cardinality constraints, while the second is a greedy solution of
an associated maximum cardinality problem over a set of feasible
links. Simulation results under real world scenarios show that
the hybrid beamforming architecture coupled with the proposed
user-beam selection algorithms, achieves users rates which are
up to 10x higher than those achieved by current uncoordinated
deployments.

I. I NTRODUCTION
The enormous success of advanced wireless devices such
as tablets and smartphones is pushing the demand for higher
and higher wireless data rates and is causing significant stress
to existing networks. While new standards (e.g., 802.11ac and
LTE-Advanced) are developed almost every couple of years,
the associated rate gains are not nearly enough to address the
tremendous increase for wireless bandwidth demand [1]. As
a result, the industry is resorting to a denser deployment of
base stations / access points (BSs/APs) as evident in current
enterprise WiFi networks and in the push for small-cells in
the upcoming 5G standard. The rational behind such denser
deployment is rather straightforward: If, for example, the range
of BSs/APs is reduced by a factor of 10 while maintaining full
coverage, this yields a cell density increase of 100x, and, provided that the throughput per cell remains unchanged, yields a
100-fold spectral efficiency increase thanks to spectrum spatial
reuse.
In practice however, the induced inter-cell interference from
such dense deployments is rather dramatic, often canceling the
aforementioned gains. This is precisely the situation in today’s
dense deployments of enterprise WiFi networks, explaining the
mediocre wireless access speeds experienced in city centers,
airports, large conference halls, stadiums, etc. To address this,
the academia has considered coordinating nearby cells using

advanced PHY layer techniques. Most notably, a number of
recent works [7], [8], [29] have proposed what is commonly
referred to as distributed or coordinated MU-MIMO, where
nearby BSs/APs form a virtual single transmitter and jointly
MU-MIMO towards a large number of users thus eliminating
inter-cell interference and achieving, in theory, the best possible performance. However, it has become apparent that such
coordination requires a tight time and frequency synchronization among remote transmitters which is impractical. What is
more, large-scale MIMO systems come with high overhead
and deployment cost due to the large number of RF chains
involved and the requirement for instantaneous channel state
information (CSI) from a large number of users.
To address these practical challenges, very recent work
has considered the use of hybrid digital/analog beamforming.
Specifically, [3], [12] use hybrid digital/analog beamforming
to take advantage of a large number of antennas without using
an equally large number of RF chains, while [4], [22] use it to
reduce inter-cell interference without the requirement of tight
time and frequency synchronization among remote transmitters. Similar to traditional digital beamfomring (MU-MIMO)
systems where a major algorithmic challenge is that of user
selection [11], [28], [41], hybrid digital/analog beamforming
systems require an efficient algorithm to jointly configure the
analog beamfomring and select the users to be served.
In this paper, we study the joint user-beam selection problem in the context of a hybrid beamforming system where
the analog beamforming functionality can select among a
finite number of predetermined configurations/beam patterns.
The motivation for such analog front ends is low cost and
practicality, as the fully reconfigurable front ends envisioned
in most prior work [3], [4], [12] are too expensive to find
their way into commercial broadband wireless access systems
such as WiFi and LTE. Note that while front ends with
predetermined beam patterns make the system practical from a
cost point of view, they turn the user-beam selection problem
into a combinatorial one making it a harder problem to tackle.
At the system level, the specific architecture that we have
in mind is a network of loosely coordinated BSs/APs where
each station is equipped with smart antenna front-ends with
predetermined beam patterns. Coordination lives in a slow
varying world and only depends on slow varying channel
statistics, collected and updated continuously over time. It
allows concurrent transmissions from nearby BSs/APs while
suppressing inter-cell interference by appropriately configuring

the analog front-ends. Local operations like digital precoding
implementing MU-MIMO and other advanced PHY techniques live in a fast changing world as they depend on fast
varying CSI. The two worlds are connected by jointly selecting
analog beamforming patterns and the users to be served by
each participating BS/AP.
The outline of the paper is as follows. Section II presents
related work and Section III the system architecture. Then,
Section IV formally states the joint user-beam scheduling
problem and presents a number of scheduling approaches.
Inspired by the algorithms used for user selection in the
context of MU-MIMO mentioned earlier, we develop a greedy
user-beam scheduling policy that exhibits no formal performance guarantees, and then introduce two novel algorithms
and establish formal bounds for both of them. To study the
performance of the system under different user-beam selection
algorithms, Section V introduces a set of rate equations which
depend on the presence and the type of coordination among
nearby BSs/APs and conducts a number of simulations to
evaluate the performance of the system under the proposed
schemes in real-world scenarios of interest. Last, Section VI
concludes the paper.
II. R ELATED W ORK
Related to our work are the user selection/scheduling problems in conventional and coordinated MU-MIMO systems.
Starting from the greedy algorithms proposed in [36] and
[11] a variety of papers have described different approaches
to better extract the multiplexing gains of MU-MIMO in the
presence of multi-user diversity (see [37], [41] and more
recently [23], [28], [32]). The first of the three algorithms we
propose is similar in flavor to these prior works but deals with
the much more complex problem of joint user-beam selection.
Interference modeling plays an important role in designing
link scheduling and user selection algorithms in wireless networks. There are mainly two types of models to characterize
the effect of interference: graph-based models and SINR-based
models. According to the former, see, for example, [9], [16],
[26], the spatial conflicts among transmissions are described
using a conflict/interference graph, where nodes correspond
to transmissions (sender-receiver pairs) and an edge between
two nodes indicates a conflict/interference. Under the graphbased model, graph algorithms (such as independent sets,
matching, and coloring) are commonly used to select the set of
transmissions that can be scheduled simultaneously. Although
in this setting the scheduling problem is in general NP-hard,
approximation algorithms may exist with formal performance
bounds, see, for example, [40] where graph-theory results from
[31] are used to prove such a bound in the setting of mulit-hop
cognitive radio networks. The second algorithm we propose in
this paper is based on this graph-based interference model. In
the SINR-based model, the effect of aggregated interference
from all spatially distributed users is considered. While it is
more difficult to obtain efficient approximation algorithms for
the optimal schedule under the SINR-based model, recently

there has been some progress [13]–[15]. The third algorithm
we proposed is based on this SINR-based interference model.
With respect to the system architecture we envision, a
variety of systems and approaches have been proposed in
the literature to mitigate inter-cell interference in dense deployments. In [7], [29] a tight synchronization of BSs/APs
allows transmitters to operate as a single virtual transmitter,
serving users in MU-MIMO mode with no interference. This
technology, coined virtual/distributed/coordinated MU-MIMO,
can provably achieve the highest multiplexing gains, however
it comes with impractical challenges in terms of the level
of synchronization it requires [30]. In [33], [34], the idea of
massive MIMO is exploited, according to which the number
of antennas at a BS/AP are scaled to large numbers, allowing
for large capacity and power gains. This technology too comes
at a high implementation cost due to the deployment of a large
number of RF chains. This motivated the community to turn
to hybrid digital/analog beamforming solutions, exploiting the
existence of a large number of antenna elements without the
need of an equal number of RF chains. Works like [3], [5],
[12] build on the combination of fully reconfigurable analog
front ends with MU-MIMO capabilities. Our motivation is
different, rather than using analog beamforming to get by with
less number of RF chains, we use analog beamforming in a
multi-cell network to suppress inter-cell interference in dense
deployments. Steps towards the same direction as ours were
made from the authors of [19] where a small-scale indoor
deployment of two non-coordinated APs use switched-beam
antenna front-ends to achieve multiplexing gains. Also, in [4]
a multi-cell JSDM system with fully reconfigurable front-ends
is theoretically analyzed in the context of a cellular network
with the goal of reducing inter-cell interference at the edge of
the cells.
The prior work on hybrid digital/analog beamforming systems [3], [5], [12] has of course dealt with user selection
and front end configuration. However, such systems with fully
reconfigurable front-ends have a very different setup and yield
a very different solution when it comes to user-beam selection/configuration. Specifically, rather than selecting among a
finite set of beams, the optimal phase and amplitude factors
for the linear combiner of the analog front end are computed,
and, rather than selecting among the various scattered users, a
user grouping algorithm is used to group together users having
the same channel covariance eigenspace which is orthogonal
to other groups concurrently scheduled [27].
III. S YSTEM A RCHITECTURE
Consider a network of multiple BSs/APs. We will refer to
APs and BSs collectively as stations. For scalability, stations
are grouped into coordination clusters, such that, by means of
frequency reuse, inter-cluster interference can be considered
negligible. From this point on and without loss of generality
we will focus on a single coordination cluster, however, in the
performance results in Section V-B we study scenarios with
multiple clusters.

Stations are equipped with multiple RF chains attached to
switched-beam smart antennas, which can select from a predetermined set of beams that cover the whole surrounding area.
Thus, every station has the ability to perform directional and
MIMO transmissions or a combination of the two, depending
on the specific choice of the beams for each front-end and the
users to be served. Stations that belong to the same coordination cluster are scheduled to transmit at the same time during
a coordinated downlink slot. A cluster head is responsible to
orchestrate these coordinated downlink transmissions, to be
referred to as cluster transmissions henceforth. For each cluster
transmission, the cluster head will jointly select the users that
each station will serve and configure the RF front-ends of all
participating stations, based on long term statistics collected
slowly over time. At the same time, each individual station
will locally perform digital beamforming operations within the
space available to it from the front-end configuration.
The system operates in two different time-scales in parallel.
Coordination and interference suppression between stations
within a cluster rely on long-term statistics of channel characteristics such as the average amplitude of the received
power and the direction of arrival (DOA). These channel
properties change slowly with time in nomadic WiFi and
LTE environments, see [25]. Scheduled users are served from
their assigned stations utilizing advanced PHY layer schemes
such as MU-MIMO. These digital precoding schemes require
instantaneous short-term CSI at the transmitter which can be
collected through the regular procedures defined in the WiFi
and LTE standards.
As stated already, the inter-station coordination depends
only on slow varying channel characteristics and no tight
synchronization of stations is required. It is important to
note that contrary to what happens in a fully coordinated
MU-MIMO system where a user receives useful signal from
multiple stations, here each station serves solely its own users.
One might argue that since there is no joint serving of the
users, no time coordination is required. However, clearly the
largest multiplexing gains are achieved when the stations of a
cluster transmit “concurrently”. Otherwise, the duration of a
coordinated downlink transmission will last longer than necessary reducing the system gain. Such a loose synchronization
requirement can be easily achieved with simple commodity
radios programmed to wait for a “send now” signal from a
cluster head.
Intra-cluster interference suppression is achieved via the
smart antenna front-ends. Using analog beamforming and
exploiting the slow varying DOA channel statistics, the system
minimizes the interference caused from stations to users
currently being served by other stations in the same cluster.
In Figure 1 we have an exposition of such a behavior of our
proposed system. Each station is assigned users and beams
appropriately such that no transmission will cause significant
interference to users served by neighboring stations. The
system does not rely solely on the inter-station interference
suppression described above for capacity increase. As already
stated, it combines it with local digital precoding schemes to

extract the multiplexing and/or power gains of the MU-MIMO
channel. Thus, after the joint selection of station beams and
users, every station serves potentially multiple users in a MUMIMO fashion.
The system collects, stores and monitors the average received power for every user-beam pair. In order to track this
statistic without having to sample every single beam in each
station we rely on the DOA of the signal components to
infer the corresponding beam that is active. Since DOA and
average receive power are channel characteristics that vary
slowly over time and frequency, channel reciprocity can be
exploited to sample the uplink (UL) transmissions, e.g. ACKs,
and collect statistics for the downlink (DL) channel. In order
to infer the DOA from UL transmissions, we envision that
stations will use a standard high resolution algorithm for this
purpose [25]. Since the tracked channel characteristics vary
in a very slow pace, the duty cycle of this process is very
long compared to the ms timescale transmission cycle, and
thus adds a negligible overall overhead in the system since
it can happen at times when a station is silent and overhears
neighboring user transmissions.
MAC Layer support: In the WiFi regime both UL and
DL traffic use the same channel frequencies. This allows
for exploitation of UL/DL reciprocity for CSI and long term
channel statistic collection, but also increases the contention
for the wireless medium between AP clusters and user terminals. Given the directional nature of DL transmissions, it
is more likely that a user may falsely presume the channel
to be free and initiate an omnidirectional UL transmission.
In order to protect coordinated DL transmissions from such
UL interference, the system may use an unsolicited Clear To
Send (CTS) packet as a precursor to the DL slot. Cluster
sizes and the location of the cluster head which transmits this
signal are chosen such that all devices within the range of
the coordination cluster can overhear this CTS message. In
the cellular world, UL and DL traffic are fully separated and
there is no requirement for signaling to protect coordinated
DL transmissions from UL interference. Moreover, although
UL/DL reciprocity is not present, the long term statistics that
we collect do exhibit such a reciprocal nature [25] and thus
no extra explicit feedback procedure is required.
IV. S CHEDULING A LGORITHMS
Consider a cluster of N stations. Without loss of generality,
consider K single-antenna users associated with these stations
forming the set S. Each station is equipped with M RF
chains that allow it to transmit up to M independent streams
simultaneously using MIMO techniques. Finally, every RF
front-end is attached to a switched-beam antenna with B
beams. We focus on the downlink scheduling problem.
First we formulate the scheduling decision as network utility
maximization (NUM) problem targeting proportionally fair
rate allocation and propose a novel greedy algorithm to solve
the computationally hard problem that arises. We then turn to
graph theory and map our problem to a weighted maximum
independent set (WMIS) problem with a cardinality constraint.
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Following the stochastic network optimization theory [35]
and assuming a proportional fairness objective we can formulate Problem (1) as a time evolving weighted sum-rate
maximization problem, where the weights Qk (t),
k =
1, . . . , K are derived from an appropriately updated virtual
queue for every user k at time t. Letting K denote the set of
all users, K = |K|, Problem (1) becomes:
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Fig. 1: Greedy user-beam selection in a conference hall
example.

The last formulation lends itself to an integer linear program
(ILP) form that can be solved with off-the-shelve LP solvers,
and, a graph-theory based approximation algorithm can be
used to provide formal approximation bounds. Finally, we
extend the results of [13] for the case of directional beams
and map our problem to a maximization of the number of
SINR-feasible links. We obtain formal approximation bounds
for this formulation as well. The performance of the three
schemes under real-world scenarios is investigated in Section
V-B.
A. NUM-based greedy user-beam selection
Following a similar approach like the one used for the
traditional user selection problem in the context of MU-MIMO
[11], we start with the objective to maximize some componentwise concave utility function g() of the users’ average rate
vector R = [R1 , R2 , . . . , RK ], that is:
max
s.t.

g(R)

s.t.

Rk (t) ∈ R

∀k ∈ K,

where the virtual queues evolve according to: Qk (t + 1) =
max{0, Qk (t)
PK− Rk (t)} + ak (t) where ak (t) maximizes
V g(a(t)) − k=1 ak (t)Qk (t), with a(t) : 0 ≤ ak (t) ≤ Amax ,
a(t) = (a1 (t), . . . , aK (t)), and Amax , V are appropriately
chosen constants.
Taking into account the partition matroid and the instantaneous rates from Equation (2) and focusing on a particular
timeslot t we can rewrite the problem as:
X
max
Qk (t)Ck (Ii ) ∀k ∈ K.
(4)
Ii ∈I

k∈Ii

Problem (4) is a maximization of a set function that is
neither sub-modular1 nor super-modular under a partition
matroid constraint. The independent sets we would have to
compute in order to optimally solve the above problem are
exponential in the number of stations in the network and thus
such an approach is impractical. Instead, we apply a greedy
approach (Algorithm 1) where we schedule users based on the
weighted sum-rate they produce, adding the user that gives the
higher marginal gains every time till we reach the maximum
number of users per station or the weighted sum-rate decreases
by adding additional users.

(1)

R ∈ R,

where R is the achievable rate region.
We define the partition matroid M = (S, I) [38] with
ground set the set of user-beam tuples S that are compatible
(that is, the user is within the area covered by the beam and
is assigned to the station the beam belongs to) and I the set
of the so called independent sets such that I = {I : I ⊆
S, |I ∩ Si | ≤ M ∀ i = 1, 2, . . . , N }, where S1 , S2 , . . . , SN is
a partition of the user-beam tuple set S in N non-overlapping
subsets associated with stations 1, 2, . . . , N respectively, by
some user-station association algorithm. The instantaneous
rate for user k for a given active independent set of user-beam
tuples Ii ⊆ I, is given by

0
for k ∈
/ u(Ii )
Ck (Ii ) =
(2)
log (1 + SINRk (Ii )) for k ∈ u(Ii ),
where u(Ii ) extracts all users from the tuples in Ii and
SINRk (Ii ) is the Signal to Noise and Interference Ratio under
some local beamforming scheme, e.g. MU-MIMO.

Algorithm 1 Greedy Algorithm for Problem (4)
Initialization:
J = ∅; C(J ) = 0
while J ∈ I do
∗

k =

arg max

K
X

Qk (t)Ck (J ∪ {k})

k∈J
/ ,(J ∪{k})∈I k=1

PK
PK
if k=1 Qk (t)Ck (J ∪ {k ∗ }) ≤ k=1 Qk (t)Ck (J ) or
k ∗ = ∅ then break;
else
J ← J ∪ {k ∗ }
end if
end while
Figure 1 shows a simplified example of how the greedy
scheme would operate. The example topology is a conference
1 A set function f : 2S → R is sub-modular when for every X, Y ⊆ S
with X ⊆ Y and every x ∈ S \ Y we have f (X ∪ {x}) − f (X) ≥
f (Y ∪ {x}) − f (Y ). When −f is sub-modular f is called super-modular.

hall with 4 APs with 4 beams each and 10 users. The system
collects the average received power statistics for every userbeam pair and greedily selects a viable set of user-beam tuples
starting from the user that has the highest receive power from
AP 1 (say user 8 via beam 4), excluding all beams that cause
interference to the selected user (e.g. beam 1 of AP 2) and all
users that see interference from the scheduled tuple (e.g. user
7, unless MU-MIMO is used to transmit to both users 7 and
8 from beam 2 of AP 1) and continuing in this fashion till no
more users can be added. Notice that, although beam 2 of AP
2 could potentially cause interference to user 3, served by AP
3, due to the large distance this interference is probably low
and the scheduler selects user 3 as well.
B. Greedy max-weight independent set approach
Note that the above greedy algorithm does not have any
theoretical performance guarantee. To design a greedy algorithm that can provide a performance guarantee we first adopt
a simplified interference model that can be encoded by using
a conflict graph G. Specifically, the set of vertices of the
conflict graph G is the set of user-beam tuples S. An edge
exists between a pair of vertices (user-beam tuples) v ∈ S
and w ∈ S if either the user of v is hit by the beam of w
or the user of w is hit by the beam of v, unless the beam in
both pairs is the same in which case no edge is introduced to
allow for MU-MIMO transmissions within a beam. Note that
in practice, whether a user is “hit” by a beam or not is decided
by a received power threshold such that beams originating
from very distant transmitters do not introduce edges on the
graph (see, for example, Figure 1, where perhaps user 3 is far
enough from AP 2 such that it is not “hit” by beam 2 of this
AP).
In addition, we associate each vertex (user-beam tuple) v ∈
S with a weight W (v) that depends on the transmission rate in
isolation and the virtual queue size (introduced in the previous
subsection) of the user of v. In this way we pursue again a
notion of proportional fairness for our problem. Then, the userbeam scheduling problem reduces to selecting the maximum
weight independent set in the conflict graph G, respecting a
cardinality constraint due to the fact that each BS can serve at
most M users concurrently. Intuitively, what we are trying to
achieve here is to pack as many beams as possible in space,
while simultaneously regulating how much interference, i.e.
overlap of the beams, is allowed.
The maximum weight independent set problem with cardinality constraints can be formulated as an integer programming
(IP) problem:
X
max
W (u)xu
xu

u∈V (G)

xu + xv ≤ 1, ∀(u, v) ∈ E(G)
X
xu ≤ M, ∀i = 1, . . . , N
u∈Si

xu ∈ {0, 1}, u ∈ V (G),

(5)

where the binary decision variable xu = 1 if the vertex (userbeam tuple) u is scheduled, and xu = 0 otherwise. The first set
of constraints corresponds to the conflict graph constraints, ensuring that no conflicting user-beam tuples are simultaneously
scheduled. The second set of constraints corresponds to the
cardinality constraints, where Si denotes, as before, the set
of user-beam tuples whose beams are generated by station i,
ensuring that the number of user-beam tuples simultaneously
scheduled under station i is less than or equal to the number
of RF chains (the degrees of freedom) M that station i has.
We note that problem (5) has a linear objective function. In
addition, both sets of constraints are linear. When the binary
decision variables are relaxed, i.e. xu ∈ [0, 1], problem (5)
becomes an LP problem. Thanks to this, we can use CVX with
Gurobi, which is a commercial solver for large scale mixed
integer linear programming, to solve problem (5). The solver
uses a mix of the branch and bound and interior point methods,
and, when finding a solution, it also outputs the distance to the
optimal solution of the relaxed problem. Section V-B presents
the output of the solver for specific scenarios of interest.
Another way to solve the maximum weight independent
set problem is via a graph-based greedy algorithm. Let V (G)
denote the vertex set of the graph G, dG (v) denote the degree
of a vertex v in graph G, NG (v) denote the neighborhood
+
of v, NG
(v) = {v} ∪ NG (v), G[V 0 ] denote the subgraph of
G induced by a vertex set V 0 , and ∆G denote the maximum
degree of G. We propose the following graph-based greedy
algorithm to solve the problem.
Algorithm 2 Graph-based Greedy Algorithm
Initialization:
J ← ∅; i ← 0; Gi ← G;
while V (Gi ) 6= ∅ do
Choose a vertex vi in Gi such that vi
(u)
arg maxu∈V (Gi ),(J ∪{u})∈I dGW(u)+1
;
i
+
J ← J ∪ {vi }; Gi+1 ← Gi [V (Gi ) \ NG
(vi )];
i
i ← i + 1;
end while
Return J .

=

To prove a formal performance bound, ignore the cardinality
requirement (J ∪{u}) ∈ I in step 2 and call this new algorithm
Algorithm 2’. Then, the following bound holds:
Theorem 1: Algorithm 2’ is a ∆1G approximation algorithm.
Proof: The crux of the proof is the creation of the
aforementioned graph which allows us to use established
results from graph theory. Specifically, we start by creating the
conflict graph G as described above to encode the conflicts
of user-beam tuples. As a result, the user-beam scheduling
problem is transformed into finding the maximum weight
(u)
independent set of graph G. Then, using dGW(u)+1
as the metric
based on which greedy decisions take place, it can be shown
that Algorithm 2’ is a ∆1G approximation, see [31] for details.

C. Greedy maximum cardinality SINR-feasible approach

Algorithm 3 SINR-based greedy algorithm

Another approach to address the user-beam selection problem is to schedule a maximum cardinality set of user-beam
pairs that are feasible. The transmission of a user-beam pair
is feasible if the received SINR at the user is larger than
some threshold β, denoting the minimum SINR required for a
message to be successfully received. Let us consider a set of
user-beam pairs S = {l1 , . . . , ln }, where each user-beam pair
lv represents a beam from station (sender) sv to user (receiver)
rv . The distance from the user-beam pair lv to another userbeam pair lw is defined as the Euclidean distance between lv ’s
sender sv and lw ’s receiver rw , denoted by dvw = d(sv , rw ).
We assume that all beams transmit at the same power level
P . In addition, we denote the main lobe gain by GM L and
the gain of side lobes by GSL . We further assume a pathloss based radio propagation channel model with path-loss
exponent α. As a result, the received power from transmitter
sv at receiver rw , denoted by Pvw , equals P Gvw /dα
vw , where
Gvw equals GM L when rw is hit by the main lobe of sv and
it equals GSL otherwise.
To facilitate the analysis, we define the following two
concepts: relative interference and affectance, see [13] where
the authors introduce these concepts while solving the maximum cardinality SINR-feasible problem under omnidirectional
antennas. The relative interference of the user-beam pair lw on
. Let
another user-beam pair lv is defined as RIw (v) , PPwv
vv
1
RIv (v) , 0 and cv , 1− βN . The affectance of the user-beam

Require: A set of user-beam pairs S = {l1 , · · · , ln }. A
threshold T which depends on α and β. (T = τ1α where
1/α
τ = 2 + max(2, (73 · β α−1
), see [13] for details.))
α−2 )
Ensure: A feasible set S ⊂ S of user-beam pairs
1: Initialize: sort the user-beam pairs l1 , · · · , ln in decreasing
order of received signal power Pvv ; S ← ∅;
2: for v = 1 to n do
GSL
then
3:
if aS (lv ) ≤ T · G
ML
4:
add lv to S;
5:
end if
6: end for
7: Return S.

Pvv

pair lv , caused by a set S of user-beam pairs, is defined as the
sum of the relative interferences of the user-beam pairs in S
on lv , scaled by cv , i.e.,
X
aS (lv ) , cv
RIw (v).
(6)
lw ∈S

The transmission of the user-beam pair lv is feasible if
Pvv
P
≥ β,
lw ∈S\{lv } Pwv + N

(7)

max |S|
S⊂S

Pvv
≥ β, ∀ lv ∈ S,
lw ∈S\{lv } Pwv + N

V. A LGORITHM P ERFORMANCE
In this section we first derive a set of rate equations which
depend on the presence and the type of coordination among
nearby BSs/APs and then conduct a number of simulations
which use the aforementioned rate equations to evaluate the
performance of the system under the proposed scheduling
schemes.
A. Rate equations

where N is the background noise, β is the SINR threshold,
and S is the set of concurrently scheduled user-beam pairs
in the same slot as lv . We say a set of user-beam pairs S is
SINR-feasible if (7) is satisfied for each user-beam pair in S.
We seek the maximum cardinality set of user-beam pairs that
is SINR-feasible, i.e.,

s.t. P

Proof: When the transmit power is omni-directional and
its value varies between Pmin and Pmax among the various
transmitters, [13] proves that Algorithm 3 with affectance
min
produces a feasible schedule with cardinality
threshold T · PPmax
that is smaller from the maximum cardinality by a multimin
plicative factor of at most PPmax
. In the directional case with
main lobe gain GM L , side lobe gain GSL and same transmit
power from all transmitters, it suffices to use an affectance
GSL
threshold T · G
as in Algorithm 3 to get a constant-factor
ML
GSL
approximation which is at most G
from the optimal.
ML

(8)

where |S| is the cardinality of S.
Similar to [13], we construct a greedy algorithm (Algorithm
3) to solve problem (8) which uses the affectance value to
make selection decisions.
Theorem 2: Algorithm 3 produces a schedule with cardinality that is smaller from the maximum cardinality by a
ML
factor of at most G
GSL . Thus, Algorithm 3 is a constant-factor
approximation algorithm to Problem (8).

One option to compute user rates is to generate a large number of channel realizations and then use Monte Carlo methods.
To avoid relying on large scale Monte Carlo simulations, we
build upon a well-established analytical approach (see [6],
[18], [21], [24] and references therein) which allows us to
compute user rates accurately and efficiently via deterministic
formulas.
Assume a system with clusters of stations with set Ni
denoting the stations of cluster i. In an architecture that
employs proportional fairness to serve users in the DL, the
average rate that user k gets from the station or cluster i it is
assigned to is given by
Rik =

Si
log (1 + SINRik ) ,
Ki

(9)

where Si is the number of downlink streams, Ki the number
of associated users, and SINRik is the SINR at user k, all in
relation to station/cluster i.
We proceed by deriving SINR formulas for systems of
interest, namely, local SU-MIMO and MU-MIMO where
stations are uncoordinated and independently employ MIMO

teqhniques, a fully coordinated MU-MIMO system where stations form a single transmitter and MU-MIMO towards a large
number of users, and the coordinated hybrid analog/digital
beamforming system that we have introduced in Section III.
Local SU-MISO: In the SU-MISO case only a single user,
user i, can be served at a time (Si = 1). In the regime where
M is large enough such that the effect of small-scale fading
disappears [17], one may show that the achieved SINR is given
by:
g M Pi
Pik
,
(10)
SINRik =
1 + j:j6=i gjk Pj

SINRik

(M − Si + 1)gik Pi /Si
P
.
=
1 + j:j6=i gjk Pj

(11)

Note that for simplicity this analysis assumes equal power
allocation per user/stream.
Coordinated MU-MIMO: Assuming the same regime as in
MU-MIMO and special symmetric conditions in the pathloss
coefficients such that an underlying system of fixed point
equations can be uncoupled [18], the SINR achieved by user
k when served from the coordinated cluster of stations in the
set Ni is approximated by [18]:
P

SINRik

glk

i
(M |Ni | − Si + 1) l∈N
|Ni |
P
=
1 + j:j ∈N
/ i gjk Pj

P

l∈Ni

Si

Pl

.

(12)

Note that despite the somewhat restrictive nature of the symmetric conditions required to get this expression, its accuracy
is quite good, see [6], [24] for validation.
Coordinated Hybrid: Finally, following the assumptions of
large M and Si and fixed Si /M ≤ 1 for the hybrid system as
well, a good asymptotic approximation of SINRk (Ii ), where Ii
is the independent set of user-beam tuples scheduled, is given
by:
SINRk (Ii ) =

(M − Sa(k) + 1)gb(k)k Pa(k) /Sa(k)
P
,
1 + j∈u(Ii )\k gb(j)k Pa(j) /Sa(j)

(13)

with Sn and Pn representing the number of users served
with MU-MIMO and the power for station n respectively, and
functions a(k) and b(k) returning the station and the beam
for user k. Finally, gbk denotes the pathloss between beam b
and user k, with b taking values 1, 2, . . . , B · N for a given
ordering of the beams.
We proceed to validate the above formulas by comparing
the analytic results with a Monte Carlo simulation. We derive
random channels based on Rayleigh fading for the small-scale

Fig. 2: Example topology.
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where gik is the channel gain from station i to user k and Pi
is the transmit power of station i.
Local MU-MIMO: In MU-MIMO, under the regime where
both M and Si become large while keeping the ratio Si /M ≤
1 fixed, one may use the so called diversity gain result [39] as
well as the random matrix theory trace lemma [10] to obtain a
deterministic approximation for the SINR. Specifically, it can
be shown that the SINR achieved by user k when served from
station i converges to [6], [24]:
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Fig. 3: Validation of analytic formulas.

fading of the channel between the stations’ antennas and the
users’ antennas [25], compute channel gains based on the
widely accepted WINNER-II model [20] which captures the
distance between a given station and a user and other “largescale” effects, such as blocking objects, walls and trees, and
implement MU-MIMO using ZFBF [25]. Figure 2 depicts
a 30x30m conference hall with 200 users and 20 stations
grouped in 4 clusters operating at non-overlapping 20 MHz
channels, which we use for the comparison. Stations are
denoted with squares, users with dots, and the 4 different
colors denote the channel at which stations and their associated
users communicate. In Figure 3 we see the results of the
simulations and notice that the analytic CDF closely tracks
the simulation one for every PHY technology with an error
around 5%.
B. Simulation results
We will now proceed to the evaluation of the performance
of the different scheduling algorithms by comparing the rates
they achieve under the proposed hybrid architecture. We also
compare the performance of the proposed coordinated hybrid
beamforming architecture against local SU- and MU-MIMO
as well as against a coordinated MU-MIMO architecture.
As a scenario of interest, incorporating most parameters of
modern wireless networks, we consider a setting where multiple stations with 3 RF chains each are placed in conference
halls of various dimensions and user densities (see Figure 2
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Fig. 4: Comparison of the different scheduling algorithms
without side lobes (green lines) and with side lobes (blue
lines).
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Fig. 5: Avg. Throughput for a 30x30 meters hall with 200
users and varying number of stations.
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60

for an example topology). We assume an 80MHz-wide band
divided into 4 non-overlapping channels (as would be the case
in the 802.11n/ac 2.4 GHz band) and a transmit power of
90dB above the noise floor. The channel gain is given by
the B3 (indoor hotspot) scenario of the WINNER-II model
[20]. For the coordinated MU-MIMO and coordinated hybrid
schemes, we group stations in four clusters, each operating at
one of the four channels. For the coordinated hybrid results,
we assume that each RF chain is connected to a switchedbeam antenna which is able to select from a fixed number of
directional beams. Specifcially, we assume there are 16 22.5degree beams available, covering the entire space. We provide
3 alternatives for the directionality gain, 0 dB, 3 dB and 9 dB,
which translate to 1x, 2x and 8x transmit power respectively.
The 1x case corresponds to transmitting at the same power
per degree as in the omnidirectional case. The 2x case follows
FCC rules which allow to double the power per degree when
using directional transmissions. The 8x case corresponds to
transmitting the same total power as in the omnidirectional
case.
A word on how we use the analytical formulas is in order.
For each user in the conference hall, we insert Equations
(10)-(13) into (9) which gives as a rate that is an element
on the empirical CDFs that we compute. For the proposed
hybrid architecture, in order to compute Equation (13) we use
a scheduling algorithm from Section IV to decide for each time
slot the scheduled user-beam tuples and average over multiple
time slots.
Scheduling performance: We compare the performance of
the three greedy scheduling algorithms presented in Section
IV under the proposed hybrid beamforming system. In Figure
4 the CDFs of the user rates under the different scheduling
approaches are presented, as obtained in a 40x40m conference
hall where 20 APs serve 200 users. Note that the utilities of
the three algorithms are not identical, however we compare
them all in terms of the user rates they achieve, as the metric
of interest. Algorithm 2 and its ILP version clearly outperform
all other scheduling strategies in terms of average user rate.
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Fig. 6: Avg. Throughput for a hall with 200 users, 20 stations
and varying dimension.

Algorithm 1 tends to allocate rate more fairly compared to
the rest of the algorithms. Finally, Algorithm 3, pursuing the
utility of maximizing the cardinality of SINR-feasible sets,
provides the least favorable rates, although still within 15% of
the best performing algorithm.
Notice that so far in our discussion we have assume ideal
directional antennas, with no side-lobes towards undesired
directions. Acknowledging that such a behavior is highly idealistic, we simulate the results for the case where the directional
front-ends present side-lobes of power 15dB smaller than the
direction of the main lobe as can be found in state-of-theart directional antennas [2]. In Figure 4, the performance of
the scheduling algorithms under this scenario is presented as
well. It can be seen that, although the relative ordering of
the algorithms remains unchanged, Algorithm 3 manages to
close the gap with the best performing algorithms. This was
expected since, as explained in Section IV, Algorithm 3’s
approximation bound is tighter as the power ratio of the side
lobe over the main lobe increases.
System performance: We compare the performance of the
proposed coordinated hybrid beamforming architecture (denoted as Coor. MU-Hybrid in the figure legends) against
an uncoordinated SU-MIMO architecture, an uncoordinated
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Fig. 7: User rate CDFs for a 30x30 meters hall with 200 users
and 20 stations.

MU-MIMO architecture as well as against a coordinated
MU-MIMO architecture. We use Algorithm 2 for scheduling
purposes for the coordinated hybrid system.
In Figures 5 and 6 we compare the avgerage user rate for
various scenarios in the conference hall setting. For these
scenarios, a variable number of stations (8, 20 and 40) and
conference hall sizes (20x20, 30x30 and 40x40m) are simulated, changing in this way the densities of stations, while
serving a fixed number of 200 users. Thus, for example in the
most dense scenario each station covers an area of 20 sq.m
and at the least dense 112.5 sq.m. Also, assuming a typical
seat setup in a conference hall, a 30x30m hall would fit around
500 people so the 200 users that we consider imply about 40%
of the people are actively using the internet.
As expected, the fully coordinated MU-MIMO transmissions benefit from a denser deployed setup since the number
of stations increases without an interference increase. On
the other hand, “local” SU-MISO and MU-MIMO systems
quickly become interference limited and make no sizable
gains as the number of stations increase (Figure 5) and
take a performance hit from the increased interference when
going from a 40x40m to a 20x20m topology (Figure 6).
Interestingly, the proposed coordinated hybrid beamforming
system exhibits similar gains and average behavior as the
interference free fully coordinated MU-MIMO system. That
is, both systems benefit as the deployment gets denser, since
the coordinated hybrid system can also schedule users with
low interference thanks to the smart combination of analog
and digital beamforming and take advantage of the power gain
due to lower path losses between users and their respective
stations. Specifically, both coordinated schemes exhibit from
3x all the way to 12x gains over the uncoordinated schemes as
the number of stations increase, and, the coordinated hybrid
system consistently outperforms the fully coordinated MUMIMO system in the less dense deployments of 8 and 20
stations (even in the case of the 1x power) and achieves the
same average rate for the denser deployment of 40 stations for
the 8x power case.
In the previous scenarios we have assumed 4 non-

overlapping channels and 4 clusters of stations. This decision
is motivated by practical limitations. First, the more the
stations in a cluster, the larger the overhead. For example,
a coordinated MU-MIMO system with a cluster of 20 stations
with 3 antennas each requires to collect instantaneous CSI
from 60 antennas and create a 60x60 precoding matrix, which
is clearly not practical. Thus, we opted for smaller clusters.
Second, the channel width at which user devices may receive
signals is limited by their battery drain and sampling speed.
Also, in real-world dense deployments inter-cell interference is
usually managed by the existence of multiple channels, e.g. in
enterprise WiFi network deployments in airports and stadiums.
Thus, we opted for 4 channels instead of considering a single
fat band.
Still, it is interesting to study the performance of the
various systems under a single 80MHz band where coordinated
schemes form a single cluster consisting of a large number of
stations. This will increase the performance of the coordinated
MU-MIMO scheme by a factor of 4 thanks to a 4x bandwidth
increase and interference-free transmissions, plus by a small
power gain as users will now receive signal from all stations.
This will also increase the performance of the coordinated hybrid beamforming system by a somewhat smaller factor as the
ability to pack beams in space does not scale equally well. Uncoordinated schemes, being interference-limited, won’t have
any gains. This can be seen in Figure 7 where the coordinated
systems are labeled as wideband in the plot when they use a
single channel of 80MHz and form a single cluster will all
stations. As is evident, the coordinated MU-MIMO system
gains are larger than those of the coordinated hybrid beamforming system, and, as one keeps on increasing the density
of stations within a channel eventually the coordinated MUMIMO system will outperform any other system in accordance
to well known results from wireless communication theory
about the optimality of “global” MU-MIMO.
VI. C ONCLUSION
We have introduced three novel greedy algorithms to address the joint user-beam selection problem in the context of a
coordinated hybrid beamfomring system. Formal performance
bounds have been derived for the greedy algorithms and their
performance has been investigated using simulations under
real world scenarios. Last, the performance of the coordinated
hybrid beamforming architecture has been compared against
uncoordinated and coordinated MU-MIMO systems, and it has
been shown that the coordinated hybrid system’s performance
matches that of the coordinated MU-MIMO system and it is
an order of magnitude higher than that of the uncoordinated
ones.
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