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ABSTRACT

I apply my proposed modification of Soar/Spatial/Visual System
and Kosslyn’s (1983) computational operations on images to
problems within a 2 × 2 taxonomy that classifies research according to whether the coding involves static or dynamic relations
within an object or between objects (Newcombe & Shipley, 2015).
I then repeat this analysis for problems that are included in
mathematics and science curricula. Because many of these problems involve reasoning from diagrams Hegarty’s (2011) framework for reasoning from visual-spatial displays provides
additional support for organizing this topic. Two more relevant
frameworks specify reasoning at different levels of abstraction
(Reed, 2016) and with different combinations of actions and
objects (Reed, 2018). The article concludes with suggestions for
future directions.
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More than two decades ago, Davis, Shrobe and Szolovits (1993) published an
article in AI Magazine titled What Is a Knowledge Representation? They
proposed that a knowledge representation is best understood by examining
its five distinct roles. First, a knowledge representation is a surrogate that
supports reasoning about the world rather than taking action in it. Second, it
is a set of ontological commitments for how to think about the world. Third,
it is a fragmentary theory of intelligent reasoning that supports inferences.
Fourth, it is a mechanism for efficient computation. Fifth, it is a medium of
human expression in which we say things about the world. The knowledge
representations listed by the authors included logic, frames, cognitive architectures such as Soar, connectionism, causal networks, and rational agents.
By the end of the decade, an expanded view of knowledge representations
was gaining momentum, stimulated by articles on situated learning (Greeno,
Smith & Moore, 1993) and perceptual symbols systems (Barsalou, 1999). The
expanded view proclaimed that perception and action are central, rather than
peripheral, components of cognition. Representations such as feature lists,
semantic networks, and frames are amodal because they strip away sensory
information. In contrast, perceptual symbols are modal because they simulate
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and reenact perceptual experiences (Barsalou, Solomon & Wu, 1999). Many
research findings have found support for an embodied theory of cognition in
which perception and action have central roles (Horchak, Giger, Cabral &
Pochwatko, 2014; Reed, 2010).
Other theorists, however, believed that the pendulum had swung too far
toward explaining cognition in terms of perception and action. Dale (Dale,
2008; Dale, Dietrich & Chemero, 2009) advocated a more pluralistic
approach to cognitive science that would integrate multiple perspectives
and place boundary conditions on each one. Dove (2009) defended the
view that there are diverse semantic codes, some based on perceptual systems
and some based on amodal ones. After reviewing a variety of modal and
amodal representations in a chapter on knowledge representation Markman
(2012) concluded that the success of each of these systems should encourage
theorists to embrace representational pluralism.
My objective in this article is to act on this recommendation by discussing
a variety of conceptual frameworks that have advanced our understanding of
visouspatial reasoning. The next section provides a brief historical background by summarizing some theoretical developments of the distinction
between propositional (amodal) and depictive (modal) representation of
visual information, beginning with the classic debate between Pylyshyn and
Kosslyn. It also describes computational approaches (Anderson, 1978; Larkin
& Simon, 1987; Tabachneck-Schijf, Leonard & Simon, 1997) that compare
the efficiency of propositional and depictive representations for diagrammatic reasoning.
The development of cognitive architectures for general reasoning such as
Soar (Laird, Newell & Rosenbloom, 1987; Newell, 1990) provides a framework for unified theories of cognition but only recently has Soar been
extended to include detailed formulations of visuospatial processing. The
third section describes two of these extensions: biSoar (Chandrasekaran,
Banerjee, Kurup & Lele, 2011), and Soar/ Spatial/Visual System (SVS)
(Lathrop, Wintermute & Laird, 2011). The fourth section proposes several
modifications of Soar/SVS to provide a foundation for its extension to
human visuospatial reasoning.
The fifth section applies the modified architecture to a 2 × 2 taxonomy
that classifies research according to whether the coding involves static or
dynamic relations within or between objects (Newcombe & Shipley, 2015).
My analysis shows which of the Soar/SVS components apply to cases in each
of the four taxonomic categories. The sixth section repeats this analysis for
problems that are included in curricula on mathematics and science. Because
many of these problems involve reasoning from diagrams Hegarty’s (2011)
framework for reasoning from visual-spatial displays provides additional
support for organizing this topic. The seventh section focuses on the invariance of the Soar/SVS components across tasks.
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The eighth section adds two more conceptual frameworks; the first concerns levels of abstraction (Reed, 2016) and the second combines actions and
objects (Reed, 2018). Both taxonomies are relevant because visuospatial
reasoning can occur at different levels of abstraction and involve actions on
objects. The final section looks at future directions.

1. Background
1.1. Depictive versus propositional representations

In perhaps the most persisting debate in cognitive psychology Pylyshyn
(1973) and Kosslyn (Kosslyn & Pomerantz, 1977) began an argument
regarding whether visual imagery is encoded in an abstract propositional
or a modality-specific format. Pylyshyn (2002, p. 158) argued for the null
hypothesis that “the process of imagistic reasoning involves the same
mechanisms and the same forms of representation as are involved in
general reasoning, though with different content or subject matter”. Such
representations can be described by abstract language-like statements
called propositions.
In contrast, Kosslyn argued that imagery relies on a qualitatively distinct
depictive representation that is not used in language (Kosslyn, Thompson &
Ganis, 2002). According to Kosslyn (1981, 1983), visual images are transitory
data structures that occur in an analog spatial medium. The image depicts an
object or scene in which relative distances within or between objects are
preserved in a Visual Buffer.
Kosslyn (1981) also described the mental processes that are used for image
generation, inspection, and transformation. Four processes – PICTURE,
FIND, PUT, and IMAGE – generate images. PICTURE converts information
into an image that is stored in the Visual Buffer. FIND searches the Visual
Buffer to determine the location for a new part. PUT places the part in its
correct location, perhaps adjusting it size. IMAGE coordinates the other
processes and determines whether the image will be detailed.
Image inspection utilizes LOOKFOR to retrieve the description of a sought
object or part and FIND to search for the object or part. SCAN searches for
the correct location by using ZOOM or PAN to adjust scale size. Image
transformations are performed incrementally, passing through intermediate
points as the orientation, size, or location is altered. ROTATE changes the
orientation of the image. SHIFT changes the location in the Visual Buffer.
Greater transformations require more time and can result in greater
distortion.
A central argument in Pylyshyn’s (2002) rebuttal is that people can use
their (tacit) knowledge of what should happen when performing a visual task
to produce the experimental results without using imagery:
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The tacit knowledge claim is simply the claim that when subjects are asked to
“imagine x” they use their knowledge what “seeing x” would be like (as well as
their psychophysical skills such as estimating time-to-collision) and they simulate
as many of these effects as they can. (2002, p. 161)

The tacit knowledge claim therefore requires that (1) participants can predict
the experimental results and (2) simulate these results without using visual
imagery.
Pylyshyn (2002) used the mental paper-folding task shown in Figure 1
as an illustration. The time to decide whether the two arrows would meet
if the figure were folded into a cube increased with the number of
required folds (Shepard & Feng, 1972). The tacit knowledge interpretation
is that participants know that the time to make a decision should increase
with the number of folds and can therefore simulate this finding without
imagining the folds. Although the number of folds did predict decision
time, the number of squares involved in the folds was a better predictor
(Shepard & Feng, 1972). This number includes the number of squares that
are carried along with each fold and therefore accounts for both the
number of mental operations (folds) and the Working Memory demands
of each operation. The number of squares involved in folds is 2 for pattern
1a and 9 for pattern 1b.
I will later cite experimental evidence to argue that students have appropriate tacit knowledge for some tasks, but not others. I concur with Hegarty
and Stull (2012) that future directions in visuospatial thinking should “shift
away from either-or thinking and toward understanding how different visual
and spatial representations operate in different spatial thinking tasks, and
how different representations and information sources are weighted and
combined” (p. 623). I will later use a modified version of Soar/SVS to
approach this problem.

Figure 1. Two of the figures used in the Shepard and Feng (1972) experiment. From Pylyshyn (2002).
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1.2. Computational models

Anderson (1978) entered the debate between Pylyshyn and Kosslyn by
claiming that it is impossible to compare the effectiveness of representations
unless one specifies the processes that operate on them. He also made the
more general claim that “given any representation-process pair, it is possible
to construct other pairs with different representations whose behavior is
equivalent to it” (p. 263). Equivalence occurs because representation differences are compensated for by process differences.
The advantage of using only propositional representations is theoretical
parsimony, as argued by Kintsch (1998). Only a single set of laws is required
if both verbal and pictorial information are coded into the same representation. However, multiple representations offer the advantage of increasing the
efficiency and optimality of performance. A chessboard can serve as an
example (Anderson, 1978). Images segment the board into coherent subunits
such as the perceptual chunks identified by Chase and Simon (1973).
Propositions such as “contains some white pawns” are then tagged to the
image. These pointers eliminate the need to translate pictorial and verbal
information into a common language.
Larkin and Simon (1987) continued the discussion of the advantage of
multiple representations by developing a computational model based on the
differences between sentential (propositional) and diagrammatic (depictive)
representations. Expressions in a propositional representation consist of a
direct translation of natural-language descriptions into a formal language
such as LISP. Expressions in a depictive representation consist of information
stored at a particular location in a diagram, including information about
adjacent locations.
One of their examples is a problem consisting of three pulleys and two
weights supported by ropes. A challenge of solving this problem without a
diagram is the need to maintain values while searching for relational information. For instance weights must be labeled and then related to the ropes
that support them. A diagram permits information at or near one location to
be accessed and processed simultaneously. At most there are two possible
adjacent locations in this problem and search is limited to these locations.
Shifting of attention is represented by control mechanisms using the form
(<anyobject> <location1> <location2>) (current-attention <location1>).
Shifting is modeled by changing the last element from <location1> to <location2>. The major difference between the two representations is that diagrammatic representations explicitly preserve topological and geometric
relations whereas propositional representations preserve other types of relations such as temporal and logical sequences.
These ideas were further developed in CaMeRa (A computational model of
multiple representations) that described how an economics expert used a
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graph to show the relations among supply, demand, and equilibrium
(Tabachneck-Schijf et al., 1997). The authors constructed a detailed computational model of the expert’s reasoning based on both visual and verbal
information. Visual information supports parallel feature extraction and
Gestalt principles of organization. Verbal information provides semantic
meaning for the various components of the graph and enables causal reasoning. An important characteristic of CaMeRa is that it does not reduce all
information to a single propositional format. Rather, it establishes referential
links to take advantage of the strengths of both visual (depictive) and verbal
(propositional) representations. These referential links serve the same purpose as the tags proposed by Anderson (1978).
2. Cognitive architectures
The models developed by Anderson (1978), Larkin and Simon (1987), and
Tabachneck-Schijf et al. (1997) concur that there are computational advantages to representing language and visuospatial information in different
formats. This distinction continues in cognitive architectures that provide
an integrative framework but only relatively recently have included a detailed
representation of visuospatial information.
Cognitive architectures specify the underlying infrastructure of intelligent
systems for storing information by including different memories, representing knowledge contained in those memories, and operating on that knowledge (Langley, Laird & Rogers, 2009). The most widely used cognitive
architecture in psychology, ACT-R (Anderson, 2007), was developed specifically to model human performance. It nonetheless needed to be augmented
to model spatial skills such as encoding spatial location, mental rotation,
frame of reference transformations, route planning, mental simulation of
spatial action, and visual-spatial memory (Gunzelmann & Lyon, 2011).
Another modification, ACT-R Embodied, models gaze-following and perspective taking (Trafton & Harrison, 2011).
As occurred for ACT the evolution of Soar made it more capable of
modeling visuospatial reasoning. Soar is a generic cognitive architecture
that was initially developed to construct a unified theory of human
reasoning (Laird et al., 1987; Newell, 1990) and its evolution made it
increasingly attractive for modeling human cognition (Derbinsky &
Laird, 2013; Laird, 2012). Central to Soar is a symbolic Working
Memory that represents the agent’s current state. The two long-term
declarative memories – semantic and episodic – store either generic or
autobiographical knowledge as proposed in theoretical accounts of human
memory (Tulving, 1972). Its Procedural Memory stores knowledge of
when and how to perform actions (Derbinsky & Laird, 2013). Two extensions, labeled biSoar (Chandrasekaran et al., 2011) and Soar/SVS (Lathrop
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et al., 2011), have incorporated additional mechanisms for visuospatial
reasoning. The next two sections describe this development.

2.1. Bisoar

BiSoar extended Soar by adding a diagrammatic representation system
(DRS). Its purpose is to supplement cognitive architectures such as Soar
and ACT-R to support reasoning on internal diagrammatic representations
(Chandrasekaran et al., 2011). One option is modular in which a diagrammatic module solves subproblems that require access to a diagram, leaving
the core of Soar unchanged. An alternative integrated approach used by DRS
makes diagrammatic representations and operations an integral part of the
architecture. Aspects of a diagram that have only symbolic significance are
represented as symbolic annotations in DRS. Spatial objects are represented
by either algebraic equations or as two-dimensional arrays that are similar to
the ones in CaMeRa (Tabachneck-Schijf et al., 1997). Goals, memory states,
and productions in biSoar have a diagrammatic component in addition to a
predicate-symbolic component.
Figure 2 shows the content of Working Memory for the diagram on the
left. Regions R1, R2, and R3 are impassable areas and S1 is a sensor area that
sets off an alarm. An object O1 is observed at location A and then a short
time later object O2 is observed at location B. The task is to determine
whether O1 and O2 are the same or different objects. The procedure includes
(1) identifying the paths an object at A might take to reach B, (2)

Figure 2. The Working Memory of biSoar has the diagrammatic components represented in a
two-dimensional array shown on the left. From Chandrasekaran et al. (2011).

8

S. K. REED

determining if the path is short enough to go from A to B in the observed
time, (3) checking if it crossed the sensor field, and (4) determining if a path
could be modified to not cross the sensor field. Some of these operations,
such as looking for alternative paths, require perception/action algorithms in
DRS. A general bimodal rule in biSoar is “If state <S,D>, then change state to
<S’,D’>” in which <S,D> specifies the symbolic and diagrammatic components of a state.
Other applications of biSoar simulate errors such as the many incorrect
responses given by students at the University of California, San Diego
that San Diego is west of Reno (Stevens & Coupe, 1978). BiSoar explains
this error by incorporating a computational model (Barkowsky, 2001)
that as a first approximation reduces regions to rectangles and ovals.
Barkowsky’s model then simulates incorrect responses by using a hierarchical long-term memory (LTM) representation that places Nevada
northeast of San Diego and default knowledge that the two cities are
approximately in the middle of their respective states. Such faulty judgments about spatial relations provide clues to spatial reasoning (Tversky,
2005). Relying on default knowledge that San Diego is in the middle of
California is hopefully not needed for most people but Tversky cites
research (Huttenlocher, Hedges & Duncan, 1991) that shows people
typically misremember a dot as being closer to the center of a quadrant.
Friedman, Montello and Burte (2012) showed that residents of California
do in fact distort their recall of the location of San Diego toward the state
centroid.
2.2. Soar/svs

Another extension of Soar, called the SVS (Lathrop et al., 2011), is designed
to coordinate multiple representations at the symbolic, quantitative spatial,
and visual depictive levels. Soar/SVS can integrate many higher-level aspects
of perception and action because imagery, perception, and action interact
within a common architecture. It differs from computational models such as
the one proposed by Larkin and Simon (1987) by incorporating multiple
representations rather than storing visual information in the same symbolic
Working Memory that stores abstract information.
The architecture supports spatial and visual cognition through three
distinct types of representations. The amodal symbolic level is used for
general reasoning and represents qualitative properties of objects, as shown
in the right column of Figure 3. The quantitative spatial level is also
amodal but is based on perception. It represents quantitative information
such as spatial coordinates that support inferences about direction, distances between objects, and size. The visual depictive level is a nonsymbolic representation of space as illustrated by the drawings in Figure 3.
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Representation
Symbolic

Quantitative spatial

Visual depictive

Information
• Object identities
• Qualitative spatial
and visual properties
• Non-perceptual
information
• Object labels
• 3D Spatial Properties
(explicit)
General shape
Location
Orientation
• 3D Spatial Properties
(implicit)
Size
Topology
Direction
Distance

Processing
Symbolic
manipulation

Example
object (tree)
color (tree, green)
left-of (tree, house)

Mathematical
manipulation

tree:
location <-2,4,0>
orientation 0
shape coordinates
<1,3,1>;<2,8,1>;<1,3,0>

• Object labels
• 2D Visual Properties
(explicit)
Shape
Texture
Empty space
• 2D Visual Properties
(implicit)
Location
Size
Topology
Direction

Mathematical
manipulation
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house:
location <9,4,0>
orientation 0
shape coordinates
<8,3,1>;<2,3,1>;<4,3,0>

Depictive
manipulation

Figure 3. Multiple representations supported in the SVS. From Lathrop et al. (2011).

Symbolic representations have greater scope and can represent negation
and uncertainty but depictive representations provide more details about
spatial and visual information.
Figure 4 shows a diagram of the Soar/SVS architecture (Lathrop et al.,
2011). The existing Soar system included a symbolic Working Memory that
selects internal and external actions. SVS adds a quantitative spatial representation of Spatial Scenes and a visual depictive representation in the Visual
Buffer. The boxes in Figure 4 – Procedural Memory, Working Memory, the
Spatial Scene, and the Visual Buffer – are short-term memories (STM). Not
shown is a Perceptual LTM for visual, spatial, and motion data. The gray
circles (motion processing, object retrieval, and recognition) provide access
to this information.
The Visual Buffer stores visual depictive information. Its bitmap consists
of individual pixels that can be set to a color or a value indicating emptiness.
Motion Processing occurs as a sequence of pixel steps controlled by Soar and
provides information such as whether a car will intersect an obstacle. Studies
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Figure 4. The Soar/SVS architecture. Boxes are STM; circles are processes. From Lathrop et al. (2011).

of people using mental simulation for mechanical reasoning (Hegarty, 2004)
provide other examples of motion simulation studied by psychologists.
The Spatial Scene is formed by processes in Soar/SVS that segment and
recognize objects. It can also add quantitative spatial information. The
substantial amount of implicit qualitative information in SVS requires topdown decisions to extract needed information. Predicate Extraction supports symbolic processing by providing qualitative properties of the Spatial
Scene and the Visual Buffer. Predicate Extraction includes properties of
objects such as size, symmetry, shape, and color. It also includes relations
between objects such as topology (including intersection), direction, and
distance.
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The content of Working Memory consists of symbols that are matched
and manipulated by rules stored in Procedural LTM. The visual and spatial
details of information in SVS (such as pixel values and spatial coordinates)
are not represented in Working Memory. Pointers therefore map perceptual
information in Perceptual LTM and in the Spatial Scene to symbolic information in Working Memory. Visual Predicate Extraction from the Visual
Buffer, such as two blocks intersect, also provides perceptual information to
Working Memory.
Predicate Projection occurs in the other direction. Symbolic information in
Working Memory can be used to create a diagram or visual image. For
instance, try to follow these verbal instructions to generate a visual image. 1.
Rotate the capital letter D clockwise 90º. 2. Attach the bottom of the numeral 4
to the middle of the line in the rotated D. 3. Remove that part of the horizontal
line in the 4 that is to the right of the vertical line. What is the object?
3. Application of soar/svs to psychological tasks
The many components of the Soar/SVS architecture shown in Figure 4
provide a detailed framework for comparing and contrasting different visuospatial reasoning tasks. The initial (unitalicized) statements in Table 1 summarize the major stores and operations in the Soar/SVS architecture. I
propose, however, several modifications of the architecture to better account
for reasoning. The italicized statements in Table 1 list the modifications.
Section 4.1 describes application of the current architecture (Lathrop et al.,
2011). Section 4.2 describes the modified architecture.
3.1. Application of the current architecture

The Visual Buffer is particularly noteworthy because it distinguishes Soar/
SVS from other purely symbolic architectures. As described previously the
Table 1. Major assumptions based on the Soar/SVS architecture.
(1) The Visual Buffer, Spatial Scene, and Working Memory are STM. There is also a Procedural and a
Perceptual LTM.
(2) All information in Soar/SVS can theoretically be derived from depictive information added to the Visual
Buffer by low-level vision.
(3) The Spatial Scene segments and recognizes objects.
(4) Working Memory consists of symbols that are matched and manipulated by rules stored in Procedural
LTM.
(5) Visual Predicate Extraction from the Visual Buffer converts visual information into propositions in
Working Memory. Predicate Projection from Working Memory converts propositions into visual information in the Spatial Scene.
(6) The Visual Buffer and Spatial Scene are spatially aligned components of a single Visual STM.
(7) Objects in Visual STM can be encoded as a combination of depictive and propositional information.
(8) Visual Predicate Extraction from the Visual Buffer is used directly to construct the Spatial Scene.
Note: Italicized statements 6–8 are my modifications of the Soar/SVS Architecture.
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Visual Buffer consists of a bitmap that support depictive representations of
objects. Depictive representations in the Visual Buffer can serve four primary
functions for modeling human reasoning. The first is that they enable
decisions based on overlap of areas without requiring a propositional
description of those areas. For instance, partial overlap can detect that a
moving object has entered one of the three regions in Figure 2
(Chandrasekaran et al., 2011) without having to describe the shape of the
object or regions. Another example is planning the move of rectangular
blocks across pedestals. An overlap of two blocks would indicate that they
are too large to sit on adjacent pedestals (Wintermute, 2012). Overlapping
areas are also useful for a template matching process in which a pattern is
compared to a visual template. Complete overlap of the pattern with the
template establishes their identity when subjects are asked to indicate
whether two sequential patterns are the same or different (Phillips, 1974).
A second function of the Visual Buffer is that enables us to retain visual
information that is difficult to describe verbally. Consider a task in which you
look at Figure 2 and then sketch the three regions (R1, R2, R3) from memory.
R2 is easily labeled a circle but the curves of regions R1 and R3 are difficult to
describe. It is easier to store a visual image of their shapes. Although
language can have advantages in supporting visual coding, it is counterproductive to translate perceptual information into linguistic information
when language results in a less precise description. Schooler and EngstlerSchooler (1990) found that people who were asked to verbally describe
pictures of faces were subsequently less able to recognize those faces than
others who did not produce verbal descriptions – an effect they labeled
“verbal overshadowing”.
A third function of the Visual Buffer is that it stores implicit information.
Imagine that an observer encodes the upper ambiguous pattern in Figure 6 as
two adjacent hourglasses (1C) and is then asked whether the pattern contains
a diamond, a triangle, or a parallelogram. Each of these alternative shapes is
implicit in the pattern. There is a substantial amount of information in the
SVS memories that is implicit. Top-down control is therefore required to
determine which structures are made explicit in order to make the system
computationally tractable (Lathrop et al., 2011).
A fourth function of the Visual Buffer is that it provides a medium in
which analog operations such as in mental rotation (Shepard & Metzler,
1971) and mental paper folding (Shepard & Feng, 1972) can be performed on
an image. This function corresponds to the Kosslyn’s (1981) formulation of
the Visual Buffer described in Section 2.1 that supports analog operations
such as SHIFT and ROTATE.
In contrast to the bitmap representation of the Visual Buffer, the Spatial
Scene describes objects and their parts. It can therefore incorporate propositional descriptions including the quantitative spatial and three-dimensional
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descriptions shown in Figure 3. Other key components in Figure 4 are
helpful for representing human visuospatial reasoning, including Visual
Predicate Extraction, Predicate Projection, Visual Generation, and
Procedural Memory. I will not change the function of these components
but modify the role that Visual Predicate Extraction plays within the architecture to change how it relates to the Visual Buffer and Spatial Scene, and
how the Visual Buffer and Spatial Scene relate to each other.

3.2. Application of the modified architecture

Soar/SVS provides a very useful general framework for discussing research
on human visuospatial reasoning but requires some modifications to provide
a better fit. I propose three changes.
●
●
●

The Visual Buffer and Spatial Scene are spatially aligned components of
a single Visual STM.
Objects in Visual STM can be encoded as a combination of depictive
and propositional information.
Visual Predicate Extraction from the Visual Buffer is used directly to
construct the Spatial Scene.

My proposed modifications occur in Table 1 as italicized statements.
My first modification is that the Visual Buffer and Spatial Scene are
spatially aligned components of a single Visual STM rather than separate
STM. My dilemma in trying to connect the Visual Buffer with the Spatial
Scene is that it would require tremendous computational costs to frequently
map between the analog coding in the Visual Buffer and the propositional
coding in the Spatial Scene. Identifying a row of pixels as a horizontal line
allows adding a line to the Spatial Scene but then requires returning to the
Visual Buffer to identify another line. In addition to moving back and forth
between the two memories, tagging would be required to identify those pixels
in the Visual Buffer that had already been converted to Visual Predicates in
the Spatial Scene. My resolution of this dilemma is to think of the Visual
Buffer and the Spatial Scene as two topologically overlapping representations
within a single Visual STM. This formulation eliminates the necessity of
using Object Retrieval to move between these two stores in the Soar/SVS
model.
In addition to the computational advantage of combining the Visual
Buffer and Spatial Scene, the combined stores enable the second modification
that objects in Visual STM can be encoded as a combination of depictive and
propositional information. Information in Visual STM is primarily represented as propositions (Pylyshyn, 1973) in my analyses. Propositions are
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created from Visual and Spatial Predicate Extraction but Visual STM can also
include depictive information that is difficult to encode as a proposition.
A diagrammatic interpretation of this assumption is that the Visual
Predicates of an object or a scene consist of solid lines and curves as
shown by the Spatial Scene in Figure 4. If an observer had not yet used
Visual Predicate Extraction on some of the information in the Visual Buffer
then that part of Visual STM would remain as a bitmap. For instance, lines in
the Spatial Scene in Figure 4 could be displayed as dots to illustrate that
Visual Extraction had not yet converted them from depictions to
propositions.
This modification is consistent with the view proposed in Reed (1974) that
a structural description of a pattern consists of both verbal and nonverbal
information. Verbal information provides labels such as ‘triangle’, ‘diamond’,
‘square’, and ‘inverted’. It can be described in a proposition. Nonverbal
information provides spatial information that is difficult to verbally encode.
For instance a verbal description of the Star-of-David could state that it
consists of an upright isosceles triangle that intersects an inverted isosceles
triangle that is lower than the upright triangle. A precise description would
require specifying how much lower, and this type of spatial information
should be easier to represent as a bitmap than as a verbal description.
My third modification is that Visual Predicate Extraction from the Visual
Buffer is used directly to construct the Spatial Scene. It is unclear to me why
Visual Predicate Extraction in Figure 4 goes directly to Working Memory,
bypassing the Spatial Scene. The primary goal of Predicate Extraction is to
provide a visual interpretation of a pattern and this would require a substantial amount of time if the recognition of every feature had to be channeled through a symbolic Working Memory in order to be identified.
Research studies have found that a single glance of a scene, ranging from
13 to 250 ms, is sufficient for comprehending perceptual and semantic
information (Malcolm, Groen & Baker, 2016). The content includes conceptual understanding such as a birthday party, the spatial layout of the environment, and the identity of a few objects. Establishing the gist of a scene
occurs too quickly to direct eye movements. Visual Predicate Extraction
therefore does not initially require Working Memory or Decision
Procedures in my application of Soar/SVS. It does require Decision
Procedures to direct attention to particular aspects of the Spatial Scene for
the subsequent Recognition of additional objects.
Connecting Visual Predicate Extraction directly to the Spatial Scene
enables Soar/SVS to incorporate computational models such as the
Interactive Activation model (McClelland & Rumelhart, 1981) that accounts
for the word superiority effect. This neural network model combines bottomup information (Visual Predicate Extraction) with top-down information
that guides Recognition by constraining Visual Predicate Extraction to
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form a word. Visual Predicate Extraction occurs in parallel across all features
(lines, curves) of the letters but they require time to extract. When enough
features are extracted to provide information about possible words, top-down
knowledge of the candidate words constrains subsequent Predicate
Extraction to be consistent with those words. The Interactive Activation
model does not enter visual predicates into a symbolic Working Memory,
which would take too long to recognize a word in a fraction of a second.
4. Proposed components of visuospatial reasoning tasks
A challenge for applying the modified Soar/SVS to psychological tasks is
organizing the tasks. I follow Newcombe and Shipley’s (2015) proposed
classification derived from a top-down analysis of the nature of spatial
thinking. One of their two dimensions distinguishes between intrinsic and
extrinsic information. Intrinsic information involves organizing the parts of
an object. Extrinsic information involves organizing objects with respect to
each other. A second dimension distinguishes between static and dynamic
operations. Static operations involve only perceiving objects whereas
dynamic operations involve mentally transforming them. It should be
noted that the effect an operation has on an object determines whether it is
static or dynamic. Scanning is a static operation because, unlike mental
rotation, it does not change the object.
Combining the two dimensions results in four broad categories of spatial
skills: intrinsic-static, intrinsic-dynamic, extrinsic-static, and extrinsicdynamic. Using the taxonomy complements its previous application to the
neural organization of spatial thought (Chatterjee, 2008), the practice of
structural geology (Shipley, Tikoff, Ormand & Manduca, 2013), and the
training of spatial skills (Uttal et al., 2013).
Table 2 summarizes my proposal for specifying which components of the
Soar/SVS architecture play a major role across two tasks in each of these four
categories. My analysis includes both empirical and computational arguments. Empirical arguments are based on psychological research.
Computational arguments are based on the assumption that people attempt
to be efficient by not computing more information than is necessary to
accomplish the task. I refer to the tasks in Table 2 as laboratory tasks because
they are designed to study basic visuospatial skills. I repeat this analysis in
Table 3 in the following section for problems encountered in mathematics
and science curricula.
4.1. Intrinsic-static skills

Intrinsic-static skills involve coding the spatial configuration of a single,
static object. (Newcombe & Shipley, 2015). They include image inspection
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Table 2. Major Soar/SVS components for visuospatial reasoning tasks.
Visual
Buffer
Intrinsic-static
Scanning an image
Reed et al. (1983)
Ambiguous figures
Chambers &
Reisberg (1992)
Intrinsic-dynamic
Embedded figures
Reed (1974)
Object creation
Finke (1990)
Extrinsic-static
Visual analogies
Lovett et al. (2009)
Raven’s matrices
Kunda et al. (2013)
Extrinsic-dynamic
Spatial inferences
Knauff (2013)
Rule-based inferences
Schwartz & Black
(1999)

Spatial
Scene

Predicate
Extraction

X

X

X

X

X

X

X

X

Predicate
Projection

Visual
Generation

Procedural
Memory

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

Visual
Generation

Procedural
Memory

Table 3. Major Soar/SVS components for STEM tasks.
Visual
Buffer
Intrinsic-static
Probability diagrams
Cheng (2009)
Chemical molecules
(Hinze et al., 2013)
Intrinsic-dynamic
Geometry
constructions
Lobato (2008)
Computer
constructions
Forbus and Hinrichs
(2006)
Extrinsic-static
Structural geology
(Shipley et al., 2013)
Word problems
Greeno & Van De
Sande (2007)
Extrinsic-dynamic
Temporal inferences
Reed and Hoffman
(2004)
Intuitive physics
Kubricht et al. (2017)

Spatial
Scene

Predicate
Extraction

Predicate
Projection

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X

X
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such as LOOKFOR to retrieve the description of a sought object or part
and FIND to search for the object or part (Kosslyn, 1981). SCAN searches
for the correct location by using ZOOM or PAN to adjust scale size. The
two tasks compared in this section require scanning different shapes
(Reed, Hock & Lockhead, 1983) and reinterpreting an ambiguous figure
(Chambers & Reisberg, 1985, 1992).
In a famous study on visual scanning Kosslyn, Ball, and Reiser (1978) required
undergraduates at Johns Hopkins to learn the exact locations of seven objects on an
island. They then were asked to form an image of the island and focus their
attention on a named object. When they heard the name of a second object they
were told to imagine a black speck moving from the first to the second object and
push a button when they reached the second object. The results showed that
reaction times increased linearly from approximately 1–2 seconds as the distance
between the two objects increased from 2 to 18 cm. The experimenters interpreted
this finding as evidence that people scan a visual image that preserves metric
information. However, an alternative interpretation states that people know that
their scanning time should increase as a function of distance and therefore use this
knowledge to produce the results without scanning the image (Pylyshyn, 2002).
This argument is supported by evidence that predicted scan times between the
seven objects also increased as a linear function of distance (Mitchell & Richman,
1980).
Reed et al. (1983) therefore designed an experiment in which it would be
difficult to predict scanning times. The stimuli consisted of eight different
lengths of a diagonal line, a spiral, and a square spiral that we labeled a
‘maze’. They presented the 24 patterns in a random order and measured scan
times. The Perception group scanned the patterns on the screen. The Image
group scanned an image of the pattern following a 0.5 second presentation.
The Estimation group estimated scan times. Figure 5 shows the nearly
identical results for the Perception (5a) and Image (5b) groups. It also
shows the very different results for the Estimation (5c) group in which the
y-intercepts, rather than the slopes, were significantly different. We therefore
concluded that people perform analog scanning operations on the images
rather than rely on predicted times.
My interpretation of scanning images in this case, as shown in Table 2, is
that the images are stored as a bitmap in the Visual Buffer. The Visual Buffer
supports analog operations such as visual scanning. Forming propositional
descriptions to accurately describe the shape of a diagonal line, a spiral, and a
maze would be difficult. Furthermore, the propositional description would
need to include the length of each pattern because the experiment measured
scanning time as a function of length. A propositional description of the
maze might consist of a statement that the left end of a 0.5 inch horizontal
line is connected to the top end of a 0.5 inch vertical line that has a bottom
end connected to the left end of a 0.7 inch horizontal line that has a right end
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Figure 5. Scan times for perceived patterns (a), scan times for imaged patterns (b), and
estimated scan times (c). From Reed et al. (1983).
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connected to the bottom end of 0.7 inch vertical line. Simply representing
images of these patterns as a bitmap avoids the computational demands of
providing propositional descriptions. Because there is no propositional
description in this formulation, the Spatial Scene and Predicate Extraction
are not required. Only the Visual Buffer is needed and Kosslyn’s (1981)
SCAN operation.
Although people do not have to recognize a pattern in order to scan it,
they form propositional descriptions for most visual tasks that require pattern recognition. Ambiguous patterns are interesting because they have
multiple descriptions. An example is the duck/rabbit figure that looks like a
duck facing left or a rabbit facing right. Some people interpreted the drawing
as a duck and others as a rabbit (Chambers & Reisberg, 1985). They were
then instructed to discover a new interpretation based on their memory of
the pattern. None of the 15 participants could use their visual image to
reinterpret the figure but all 15 could reinterpret the figure when again
shown the drawing.
Chambers and Reisberg (1992) subsequently hypothesized that people
precisely encoded and maintained only the more important attributes such
as those on the face of the encoded animal. The slight indentation in the back
of the duck’s head is a subtle noncritical feature for the duck but is an
important functional feature (the mouth) for the rabbit. People who perceived the figure as a duck should therefore have a detailed description of the
left facial side of the duck and those who perceived the figure as a rabbit
should have a detailed description of the right facial side of the rabbit. The
results from a recognition-memory test confirmed this hypothesis. Reversals
of images are difficult because of the loss of this critical detail that is needed
to form the new face. This loss may be partially caused by verbal encoding of
the features (Schooler & Engstler-Schooler, 1990), as suggested by the finding
that people were more successful in reinterpreting the duck/rabbit figure
when discouraged from forming verbal descriptions (Brandimonte &
Gerbino, 1993).
4.2. Intrinsic-dynamic skills

Intrinsic-dynamic skills transform the spatial coding of an object, including
size changes, cross-sectioning, folding, bending, breaking, and sliding
(Newcombe & Shipley, 2015). Image transformations are performed incrementally, passing through intermediate points as the orientation, size, or
location is altered (Kosslyn, 1981). For instance, ROTATE changes the
orientation of the image and SHIFT changes the location in the Visual
Buffer.
I make the distinction between static (inspection) and dynamic (transformation) skills by contrasting two different strategies for judging
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whether an entity is part of a pattern. The task required participants to
decide whether the second of two sequentially presented patterns was part
of the first pattern. Figure 6 shows two examples that occurred as the first
pattern. The bold lines (which were not bold in the experiment) depict
different second patterns that were tested as parts of the first pattern. Reed
(1974) proposed that figures consisting of a composition of various shapes
are encoded as structural (propositional) descriptions rather than as uninterpreted templates. Parts encoded into the structural description should
be quickly and accurately identified. The findings were consistent with this
hypothesis.
For example, pattern 1C in Figure 6 could be described as two connected
hourglasses that form a vertically symmetrical pattern. If shown an hourglass
as a possible part, an observer (or Soar/SVS) should then quickly respond
that the hourglass is a part of the first pattern because it matches the
propositional description.
A more problematic identification of a part occurs when the part is not
included in the propositional description, such as judging whether the
pattern contains a triangle after encoding it as two hourglasses. An advantage
of depictive descriptions is that they are useful to gain new information from
known information (Schnotz, 2002). A depictive description of a pattern
enables it to be scanned for parts by using the image inspection operations
(LOOKFOR, FIND, SCAN) described by Kosslyn (1981). These are static
operations that do not transform the pattern.
An alternative (dynamic) strategy for verifying that there is a triangle
embedded within the 2 hourglasses is to transform the hourglass interpretation (1C) into a pattern consisting of two triangles (1B). Hierarchical transformation models (Reed, 1973) begin with the four horizontal segments and
eight diagonal segments that compose Figure 1A–1D in Figure 6.

Figure 6. Four parts (in bold) for each of two patterns. The bold lines depict alternative
descriptions and were not part of the stimulus. From Reed (1974).
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Hierarchical operations then join segments to form lines, lines and segments
to form parts, and parts to form patterns. There are two connections that
form lines for 1A, 6 for 1B, and 4 each for 1C and 1D. There are 10
connections to form parts for 1A, 6 for 1B, and 8 each for 1C and 1D.
There are two connections to join the parts for 1C, and four each for 1A, 1B,
and 1D. Predicted transformation difficulty depends on the number and
hierarchical level of the disconnections and new connections required to
transform the first pattern into the second. This transformation requires
the Visual Buffer, the Spatial Scene, Spatial Predicate Extraction, and
Visual Generation (Table 2). Although I outlined the basics of a transformation model many years ago (Reed, 1973) I have been unable to think of an
experiment to evaluate its psychological plausibility. It remains an unsolved
problem for anyone interested in the challenge.
Limitations in scanning and transforming images result from both
maintaining the image in the Visual Buffer and performing analog
operations on it. As demonstrated by Barrouillett, Portart and Camos
(2011), both storage and cognitive operations compete for the limited
capacity of STM. An additional difficulty in finding a new part in an
image is that images are not only generated by parts, but fade by those
parts (Kosslyn, 1983, p. 138). Not surprisingly, people are better at
locating an embedded figure when the part is shown before the pattern
and they can scan a percept rather than an image (Reed & Johnsen,
1975). Scanning a perceived pattern eliminates the need to maintain the
image in the Visual Buffer.
Another task that requires visual transformations is synthesizing a
pattern from parts as discussed by Finke (1990) in his book Creative
Imagery: Discoveries and Inventions in Visualization. The parts in Finke’s
(1990) project consisted of basic three-dimensional forms such as a
sphere, half sphere, cube, cone, cylinder, rectangular block, wire, tube,
bracket, flat square, hook, wheels, ring, and handle. After either the
experimenter or the participant selected three parts, the participants
were instructed to close their eyes and imagine combining the parts to
make a practical object or device. They had to use all three parts but
could vary their size, position, and orientation. Participants were quite
successful in executing this assignment.
Mentally combining parts utilizes the Visual Generation process in the
Soar/SVS architecture. Most of the parts were familiar forms so the
Recognition link to Visual LTM (not shown) is also helpful to maintain
the combined forms as a Spatial Scene. The task requires Kosslyn’s
(1981) image generation operations (PICTURE, FIND, PUT, and
IMAGE) to combine the parts.
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4.3. Extrinsic-static skills

Extrinsic skills focus on relations among different objects rather than on the
parts within an object. Such skills include coding the spatial configuration (or
position) of objects relative to each other or to a reference frame (Newcombe
& Shipley, 2015). Encoding relations among objects is required for solving
mathematical problems such as visual analogies of the general form A is to B
as C is to __? (Lovett, Tomai, Forbus & Usher, 2009). Another example
involves discovering relations in Raven’s Progressive Matrices test (Kunda,
McGreggor & Goel, 2013). The test requires identifying relations across both
the rows and columns of a matrix to generate the missing object on one of
the cells.
Helpful spatial relations among objects in a scene can be identified by
CogSketch (Forbus, Usher, Lovett, Lockwood & Wetzel, 2011), which was
developed specifically to aid visuospatial reasoning. The project’s goals are to
provide both a research tool that cognitive scientists can use to collect
behavioral data and a platform for sketch-based educational software.
Sketches consist of qualitative representations of segments, regions, and
volumes that can be symbolically manipulated. Annotations in the form of
procedural attachments combine visual and conceptual terms, enabling propositional inferences based on access to visual operations.
One application of CogSketch (Lovett et al., 2009) was to predict performance on visual analogies of the general form “A is to B as C is to ___ ?” The
example shown in Figure 7 requires selecting one of the five test items to
complete the analogy. CogSketch solves the problem by a two-stage structure-mapping based on principles proposed by Gentner (1983) and implemented in the Structure-Mapping Engine (Falkenhainer, Forbus & Gentner,
1989). The first stage compares the A and B shapes on shape/texture attributes and shape relations. The second stage aligns the differences between
pictures A and B with the differences produced by mapping C to each of the
five possible answers. Each possible answer is evaluated by comparing differences between C and D to the differences between A and B. Details of these
comparisons are described by the authors (Lovett et al., 2009). CogSketch
also has been used to model analog tasks, such as mental rotation and mental
paper folding, by simplifying the descriptions of the stimuli (Lovett &
Forbus, 2013).
The second example is very different from CogSketch because it bases
comparisons on strictly depictive representations (Kunda et al., 2013). The
goal was to develop a computational model for solving problems from
Raven’s Progressive Matrices intelligence test that consist of a matrix of
geometric figures with one entry missing. As illustrated by a simple problem
in Figure 8 the task requires selecting which one of the six alternatives
completes the matrix. The basic steps of the model are (1) inspect the matrix
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Figure 7. Application of CogSketch to analogical reasoning. See text for explanation. From Lovett
et al. (2009).

to determine which relationships are present among the existing matrix
entries, (2) use these relationships to generate a predicted answer in the
form of an image, and (3) compare the predicted answer to each alternative
answer to select the one that is most similar to the prediction.
The computational model uses transformations such as rotations and
reflections to determine similarity relations among the entries in the matrix
(Kunda et al., 2013). Visual similarity is measured by the extent of spatial
overlap between matrix entries following different combinations of transformations. Transformations that produce the highest similarity among entries
are used to generate the missing entry. The model then repeats the similarity
measurements between the predicted answer and the alternative choices to
select the choice most similar to the predicted answer.
Various configurations of the model successfully solve between 33 and 38
of the 60 problems on the Standard Progressive Matrices test – a success rate
that is typical of 9- to 11-year-old children. The main contribution of the
model is its demonstration that some difficult visuospatial reasoning problems can be solved using only visual (depictive) representations. I have
therefore marked only the Visual Buffer and Visual Generation components
of Soar/SVS in Table 2 to show that the model does not rely on propositional
descriptions in the Spatial Scene or in Procedural Memory.
Lovett and Forbus (2017) recently extended their computational approach
to also model the Raven’s Progressive Matrices intelligence test. As in their
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Figure 8. An example problem similar to those used in Raven’s Progressive Matrices. From Kunda
et al. (2013).

previous modeling of spatial analogies (Lovett et al., 2009) objects are
represented symbolically and compared by structural alignment to identify
corresponding parts that do not depend on orientation. A second step
produces quantitative transformations of the parts such as rotating one 90º
clockwise as in the Kunda et al. (2013) model. The Lovett and Forbus (2017)
model therefore uses both qualitative representations for comparison and
reasoning and quantitative information for computing shape
transformations.
4.4. Extrinsic-dynamic skills

Extrinsic-dynamic skills transform the inter-relations among objects as one
or more of them moves, including the viewer (Newcombe & Shipley, 2015).
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Mental models that arrange tokens to depict spatial relations are one example
(Johnson-Laird, 2012) that Knauff (2013) explored in his book Space to
Reason: A Spatial Theory of Human Thought. While Knauff was interested
in the mental arrangement of tokens to make spatial inferences, Schwartz and
Black (1996) studied the mental simulation of gears to infer rules about
rotations. Both rearranging objects and simulating their movement requires
dynamic skills.
Knauff (2013) argued that people reason by using spatial layout models,
which are integrated non-metric representations of spatial relations. A
subway map that does not accurately depict distances is an example.
Much of his book summarizes the results of experiments (many from his
own lab) that support the claim that logical reasoning is based on spatial
relations, not visual detail. Support for spatial layout models comes from
such findings as detailed visual images can impede the process of reasoning, concurrent spatial tasks but not visual tasks interfere with reasoning,
and reasoning depends on abstract representations held in the parietal
cortex.
A computational model discussed in Chapter 7 of Space to Reason labeled
PRISM (preferred inferences in reasoning with spatial mental models) applies
to constraints such as the following (p. 156):
The Ferrari is parked to the left of the Porsche
The Beetle is parked to the right of the Porsche
The Porsche is parked to the left of the Hummer
The Hummer is parked to the left of the Dodge

The problem is to generate the spatial order of the five cars by using visual
imagery. PRISM makes inferences from information by using a symbolic
spatial array that acts as a spatial Working Memory. The reasoning process
can add tokens to the array, move them in the array, and scan the array to
find relations between tokens that are not stated in the premises. These
processes would require operations such as PICTURE, FIND, PUT,
IMAGE, LOOKFOR, and SHIFT (Kosslyn, 1981). Operations such as PUT
and SHIFT transform the images by rearranging objects.
The above problem is indeterminate because there are three possible
spatial layout models for this set of premises: FPBHD, FPHBD, and
FPHDB in which the letters represent the initial letter of each car.
PRISM proposes that the first of these is the preferred model because it
is the easiest to construct. It also predicts the ordering of the non-preferred models based on the ease of transforming the preferred model. The
second model should be the next one generated because it only requires
changing the order of the Beetle and Hummer. The third model differs
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from the preferred model in the order of the Beetle, Hummer, and Dodge.
PRISM has been successful in predicting results for a variety of spatial
reasoning problems, including two-dimensional ones in which one car is
in front of another car.
Knauff (2013) argued that people typically construct only the preferred
model. Research supports this argument with the qualification that a model
can be annotated to show that further elaboration may be needed
(Vandierendonck, Dierckx & De Vooght, 2004). For instance, the annotated
model ABC(E)D indicates the position of E is undetermined with respect to
C and D. Major components of the Soar/SVS architecture for manipulating
tokens in Visual STM are Visual Generation to construct a Spatial Scene by
arranging tokens in the Visual Buffer. Procedural Memory of the verbally
stated spatial relations guides the construction.
The second example illustrates the use of visual simulation to derive rules
for making predictions in a chain of events consisting of horizontally connected gears (Schwartz & Black, 1996). A typical question was: If you turn the
gear on the far left clockwise, which direction would the gear on the far right
turn? Students answered the questions by initially simulating the task for
different numbers of gears. Their second phase created more schematic
simulations that eliminated unnecessary details such as the teeth on the
gears. Their third stage used language to describe the rule that gears alternate
between moving clockwise and moving counterclockwise. Their final quantitative reasoning stage related the alternate rotation of the gears to a more
general rule: the last gear in the chain will rotate in the same direction as the
first gear if the number of gears is odd and will rotate in the opposite
direction if the number of gears is even.
This study is informative because it illustrates the elimination of unnecessary detail to form more schematic images that can then be more easily
simulated. The simulation in this case ‘runs’ a mental model of the gear
rotations in the Visual Buffer. Predicate Extraction then simplifies the simulation by eliminating unnecessary detail from the Spatial Scene. Procedural
Memory stores and evaluates hypothetical rules to determine which rule
supports accurate predictions of gear rotation.
5. Proposed components of visuospatial STEM tasks
The previous section described the application of Soar/SVS to a variety of
tasks that have been studied in the laboratory. This section shifts to problems
that are included in curricula on science, technology, engineering, and
mathematics. The first example of each pair in Table 3 represents mathematics and the second represents science. Many mathematics and science
problems are encountered in engineering classes and some instruction utilizes technology; hence the phrase ‘STEM tasks’.
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Figure 9. Diagram of different representations and processes in understanding a visual display.
From Hegarty (2011).

STEM tasks often require interacting with a visual display and Hegarty’s
(2011) depiction in Figure 9 of the representations and processes involved in
such interactions provides a helpful organizational framework. Constructing
an internal representation of the display uses basic perceptual, attentional,
and encoding processes that are driven by the goals of the learner. Prior
knowledge, in the form of display schema, includes knowledge of what kind
of information is typically included in that type of display and which aspects
of the display should be taken literally (such as the configuration and relative
lengths of roads on a map) and which should not (such as color). In addition,
classroom instruction provides knowledge of the domain that might be
needed to make inferences to interpret the display.
McCrudden and Rapp (2017) make recommendations for designing effective visual displays based on Mayer’s (2009) Select-Organize-Integrate (SOI)
model. The Selection of information uses signaling to attract attention to the
most critical information through the use of color, arrows, bold print, and
movement. The Organization of information requires inferring relations
among the components of a display. The Integration of information connects
the instruction to a student’s prior knowledge.

5.1. Intrinsic-static skills

An excellent example of applying cognitive science to improving the instructional effectiveness of diagrams is Cheng’s (2009) work on representing
probability spaces. His designs are guided by a representational epistemic
approach that directly encodes the fundamental conceptual structure of the
domain into the structure of the representational system. Conceptual structure refers to the principle invariants, symmetries, constraints and laws that
distinguish a knowledge domain from other knowledge domains.
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Representational structures include coordinate systems, hierarchical trees,
syntactic notations, spatial configurations, and geometric relations.
An example is his representation of the biased die problem:
A biased die is thrown once in which the chances of an odd number is twice that of
an even number. What is the probability of getting a 4 or a 6?

A diagram represents the problem as:
Number 1 2 3 4 5 6
2x x 2x x 2x x
Probability 2/9 1/9 2/9 1/9 2/9 1/9

The first line shows the six numbers, the second line shows their relative
frequency, and the third line shows their probability. The underlined probabilities are the two relevant outcomes, which sum to the answer of 2/9. The
underline attracts attention to the critical outcomes and the display shows the
relations among all possible outcomes. Integration would require connecting
the information in the display to the probability principles taught in the
course.
Cheng (2009) extended this approach to design probability-space diagrams
for more complex problems. Undergraduates who used his designs to solve
complex probability problems outperformed undergraduates who received
standard textbook instruction. Table 3 indicates that using these diagrams
requires Visual and Spatial Predicate Extraction from a Spatial Scene to
connect the representational structure in the diagram to the conceptual
structure represented in Procedures. Designing the diagrams would emphasize Visual Generation.
An important skill for visuospatial reasoning is representational competence, which includes the ability to determine when and why to select one
representation over another. The transition from a familiar diagram to a
more informative but unfamiliar diagram illustrates the critical role of prior
knowledge in developing representational competence (Hinze et al., 2013).
One of the objectives of a large organic chemistry class was to make basic
identifications and inferences about chemistry molecules. Familiar ball-andstick models highlight individual atoms and bonds but do not show the
location of electrons. Electrical potential maps show the election distribution
but are initially unfamiliar.
The investigators studied representational competence by tracking
whether students would shift over the course of practice to using the more
helpful electrical potential maps when both representations were simultaneously presented. Eye movements and verbal explanations indicated that
students initially relied on the familiar ball-and-stick models. Participants
with less prior knowledge were more likely to maintain their reliance on the
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ball-and-stick models and answer questions incorrectly. The results demonstrated that domain knowledge facilitated the early adoption of more informative novel representations (Hinze et al., 2013).

5.2. Intrinsic-dynamic skills

Dynamic skills require transforming diagrams. Modifying a diagram to
calculate slope of a line is an example (Lobato, 2008). Algebra I students
initially learned from using right triangles that slope is calculated by
dividing the rise (vertical change) of a line by its run (horizontal change).
They did well in calculating slope at the end of the instruction, scoring
80% correct on lines and 87% correct on staircases. However, only 40% of
their answers were correct when they had to calculate the slope of a
familiar object (a playground slide) that was not presented during the
instruction.
The diagram of the slide consisted of a vertical line representing the
stairs, connected to a horizontal line representing the seat, connected to a
diagonal line representing the slide. The challenge for students was that
there were no lines in the diagram that formed a right triangle (Figure 10).
Some students constructed a correct vertical line but others selected the
diagonal line depicting the stairs. More problematic (because it would result
in a wrong answer) many students did not correctly construct a horizontal
line to form the base of the triangle. Some constructed a horizontal line that
extended to the staircase while others selected the horizontal line depicting
the seat.
The planning of constructions in Visual STM use the Soar/SVS architecture the same way as in assembling an object from its parts (Finke, 1990).
The slide constitutes a Spatial Scene and constructions occur as analog
operations in the Visual Buffer. The difference is the addition of new
information, such as a horizontal or vertical line to complete the right
triangle. Predicate Projection in Figure 4 supports this process by using a
procedure from Procedural Memory to execute the construction of the line at
an appropriate location in the Spatial Scene.
The challenge of reasoning from diagrams becomes clear from using
artificial intelligence to design learning aids. The Qualitative Reasoning
Group at Northwestern University is developing Companion Cognitive
Systems to help people solve challenging problems that require reasoning
from pictures (Forbus & Hinrichs, 2006). The group evaluated the success of
their software in solving problems on the Bennett Mechanical
Comprehension Test. To support reasoning from diagrams, the knowledge
base includes over 38,000 concepts, over 8000 relations, and over 5000 logical
functions.,
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Figure 10. Students’ identification of rise and run in slides. From Lobato (1996).

One problem required determining which of two cranes is more stable.
Finding helpful examples required the computer to search its memory for
other drawings of cranes and transfer relevant pictorial details from one
drawing to another. Causal reasoning from stored examples determined
that it is necessary in the crane problem to measure the distance from the
cab to the load to find stability. The software then constructed lines to
measure this distance and selected the more stable crane. Constructing a
line utilizes Predicate Projection but I also include Visual Generation in
Table 3 for complex constructions that require more than one predicate.
Knowledge stored in Procedural Memory is required to successfully execute
these constructions.
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5.3. Extrinsic-static skills

Other classroom problems require identifying spatial relations among multiple entities rather than the parts of `a single entity such as a slide or a crane.
The following (Greeno & Van De Sande, 2007) is an example:
Sally’s backyard is 40 feet wide by 72 feet long, and it is structured so that a central
rectangle of grass is surrounded by an even border of flowers. The area of the
border (flowers) is 5/12 of the area of the whole garden. If Sally wants to be sure to
walk her dog for .25 miles, how many laps will she have to take around the grass.

Solving these kinds of algebra word problems involve mapping across representations that coordinate information from text, diagrams, formal concepts,
and mathematical symbols (Reed, 2012).
The teacher began her lesson by drawing a small rectangle inside a larger
rectangle to depict the border between the two rectangles. She had previously
solved the problem by representing the width of the border by an unknown
variable (such as w) and constructing an equation for the area of the inner
rectangle by multiplying its length by its width:
72  2wÞ x ð40  2wÞ ¼ 1680
This equation followed her previous calculation that the area of the inner
rectangle is 1680 square feet. Because the border is even, 2w can be subtracted from both the length and width of the outer rectangle.
This mapping from the diagram and text onto a single variable did not
occur for a student who represented the border’s width by two variables:
w1 = (72−y)/2 with respect to the length of the outer rectangle and w2 = (40
−x)/2 with respect to the width of the outer rectangle. The primary components of Soar/SVS used in this problem are Visual Generation for the
teacher’s construction of the Spatial Scene and Visual and Spatial Predicate
Extraction from the Spatial Scene for use in constructing an equation
(Table 3). A possible explanation for the student’s use of two variables to
represent the width of the border is that the teacher’s sketch was not
sufficiently accurate to depict an even border.
Establishing borders is also needed to separate different layers of geological
deposits. To represent the learning of structural geology Shipley and his
collaborators (Shipley et al., 2013) added a third dimension to the intrinsic/
extrinsic and static/dynamic dichotomies. Geologically important spatial
relations also include separated/combined. Identifying layers of deposits
requires the ability to combine and separate boundaries between deposits
such as quartzite and phyllite. In particular, novices may have difficulty
switching between separating and combining to observe subtle geological
patterns. Although the rock formations are static, identifying layers can
support inferences regarding movement. To build students’ general spatial
skills the authors recommend teaching geology students the importance of
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making distinctions for each of the three dichotomies: separated/combined,
intrinsic/extrinsic, and static/dynamic.
A question raised by this analysis is would learning about diagrams
transfer across different domains of science such as biology and geology. A
comparison of three diagram construction methods in a ninth-grade biology
class explored this issue by measuring both learning of biology and transfer
to geology (Cromely et al., 2013). Students in all three groups viewed a
textbook diagram showing the transfer of pollen from the anthers of one
flower to the stigma of another flower. Students in the self-explanation group
wrote an explanation of the process, students in the completed diagramsvisual group completed a partially drawn diagram, and students in the
completed diagrams-verbal group attached explanatory labels to a numbered
diagram. The latter group was the most successful in learning biology and
transferring knowledge to geology diagrams. The authors interpreted the
findings as consistent with the importance of inferences in Hegarty’s model
of diagram comprehension.
5.4. Extrinsic-dynamic skills

One use of extrinsic-dynamic skills is to make temporal rather than spatial
inferences (Reed & Hoffman, 2004). To improve estimates of the time to fill a
tank, the four problems in Figure 11 were included in the Animation Tutor
instructional software that provided quantitative feedback by animating
students’ estimated answers so they could see how much they under- or
over-estimated the correct answer (Reed, 2005, 2010). The rationale behind
the project was that computer animations are necessary for feedback because
of the difficulty of making accurate mental simulations of this task.
To test this assumption Reed and Hoffman (2004) instructed students to
track the track the rise of water in the tank and then visually simulate the
continued rise of water for the upper part of the tank when the animation
stopped at the levels shown in Figure 11. They pressed a button when their
simulation reached the top of the tank to provide a measure of simulation
accuracy. However, only a few participants reported using their visual simulations to estimate fill time as instructed. The lack of correlation between
simulation and estimation accuracy provides converging evidence. In none of
the four task variations shown in Figure 11 did the accuracy of the simulations correlate with the accuracy of the estimates.
There are several likely reasons why visual simulations were more effective
for scanning lines, spirals, and mazes (Reed et al., 1983) than for estimating
fill time. First, there was no pattern to scan in the tank-filling task because
participants had to imagine rising water. Second, participants could select
their own rate to scan the patterns but had to maintain the animation rate for
the tank task. Third, they had to convert their simulation time into an
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A
One pipe can fill a 10-foot
tank in 10 hours and another
pipe can fill a tank in 15
hours. How long will it take to
fill the tank?

B
One pipe can fill a 10-foot
tank in 10 hours and another
pipe can fill a tank in 15
hours. There is a leak in the
bottom of the tank that
empties 1/18th of the tank
each hour. How long will it
take to fill the tank?
C
One pipe can fill a 10-foot
tank in 10 hours and another
pipe can fill a tank in 15
hours. There is a leak 3 feet
from the bottom of the tank
that empties 1/18th of the
tank each hour. How long will
it take to fill the tank?
D
One pipe can fill a 10-foot
tank in 10 hours and another
pipe can fill a tank in 15
hours. How long will it take to
fill the tank if the 15-hour
pipe begins 3 hours after the
10-hour pipe?

Figure 11. Four variations of a tank-filling problem. From Reed and Hoffman (2004).

estimate of fill time. The computational demands of using an imagery
strategy were therefore greater for imaging the rise of water than for scanning
patterns. So what did they do?
A plausible answer is that they used qualitative modeling (Forbus, 2011) of
the problem based on the following rules:
The tank fills faster when
●
●
●
●

there is a faster pipe rate
a second pipe is added to the first pipe
there is a shorter delay in the start of the second pipe
there is no leak in the tank
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●
●

there is a slower leak rate
the leak is higher in the tank

The fine-tuning of qualitative rules is the reason why I have checked only
Procedural Memory for this task in Table 3. The limitation of qualitative
rules, however, is that they are qualitative. They can nonetheless serve as a
foundation for making quantitative estimates (Forbus, 2011) and the visual
feedback provided by the Animation Tutor (Reed, 2005) enables students to
improve their estimates.
Other evidence for the helpfulness of animation-based instructional software
comes from the study of intuitive physics (Kubricht, Holyoak & Lu, 2017). The
authors define intuitive physics as “the knowledge underlying the human ability
to understand the physical environment and interact with objects and substances that undergo dynamic state changes, making at least approximate
predictions about how observed events will unfold” (Kubricht et al., 2017, p.
750). The reviewed research shows that students often make faulty predictions
about events such as the trajectories taken by objects dropped from a plane or
exiting a curved tube. The studies indicate that these judgments are more
accurate when children or older students view animated, rather than static,
displays. Among the outstanding questions raised by the authors are (1) what
perceptual characteristics of intuitive physics problems are necessary to support
mental simulation and (2) how do humans acquire the ability to perform
mental simulations. They propose that theoretical advances in heuristic models,
probabilistic simulation models, and deep-learning models will all provide clues
for answering these questions.
Ullman, Spelke, Battaglia and Tenenbaum (2017) are more specific in
suggesting that the computer architectures used to construct interactive
video games provide clues for thinking about human mental representations.
They praise the intuitive physics capabilities of infants and young children in
making decisions about events such as the collision of objects. Simulators can
model these skills by extrapolating the trajectories of moving objects to check
for potential overlaps. Architectures such as BiSoar (Chandrasekaran et al.,
2011) and Soar/SVS (Lathrop et al., 2011) have these capabilities.

6. Reuse of soar/svs components across tasks
The purpose of my analysis of the 16 tasks in Tables 2 and 3 has been to
demonstrate how a variety of tasks can be represented within the Soar/SVS
architecture. This analysis focused on within-task descriptions rather than
across-task descriptions. Comparison of components across tasks demonstrates their reuse in solving different problems. This requires attention to the
columns, rather than the rows, of Tables 2 and 3.
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As stated in the description of Soar/SVS, the Visual Buffer serves four
purposes. It enables (1) representation of information as an unanalyzed
template, (2) retention of nonverbal depictive information, (3) retention of
implicit information, and (4) analog operations on an image. Although the
Visual Buffer plays a major role in many of the 16 tasks, its role varies across
tasks. Templates occur as a possible strategy for solving Raven’s Progress
Matrices (Kunda et al., 2013) and as a representation that can support image
scanning (Reed et al., 1983). Both of the intrinsic-static tasks contain some
depictive information that is difficult to verbalize. Patterns that have more
than one interpretation (Chambers & Reisberg, 1985; Reed et al., 1983)
contain implicit information that is needed to reinterpret the pattern. A
common characteristic of all the tasks in Tables 2 and 3 that require the
Visual Buffer is its use in supporting analog operations. However, specific
analog operations such as PICTURE, FIND, PUT, LOOKFOR, and SCAN
(Kosslyn, 1981) vary across the tasks.
The Spatial Scene component in the second column represents explicit
information that is encoded as propositions. The only exceptions are the two
tasks in which unanalyzed templates (Kunda et al., 2013; Reed et al., 1983) are
sufficient for performance. Procedural Memory in the right column is required
when learned procedures are needed to solve problems. Procedures are either
retrieved from a Procedural Memory in Soar/SVS or added to Procedural
Memory when discovered. The former requirement is needed to solve the
classroom problems listed in Table 3 that require domain knowledge. The latter
case is illustrated by the discovery that the last gear rotates in the same direction
as the first gear when there is an odd number of gears (Schwartz & Black, 1996).
7. Abstraction and action
Previous sections of this article analyzed a variety of visuospatial reasoning
tasks within several different conceptual frameworks (Hegarty, 2011; Kosslyn,
1983; Lathrop et al., 2011; Newcombe & Shipley, 2015). Two taxonomies also
provide relevant frameworks; the first concerns levels of abstraction (Reed,
2016) and the second combines actions and objects (Reed, 2018). Both
taxonomies are relevant because visuospatial reasoning can occur at different
levels of abstraction and involve actions on objects.
7.1. Levels of abstraction

The goal of a taxonomic analysis of abstraction (Reed, 2016) is to specify
unifying principles for discussing various theories of abstraction within a
common conceptual framework. The taxonomy examines three senses of
abstraction: (1) an abstract entity exists only in the mind, separated from
embodiment, (2) abstraction focuses on only some attributes of
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multicomponent stimuli, and (3) an abstract idea applies to many particular
instances of a category. The first refers to instances, the second to attributes
of instances, and the third to classes of instances. Concrete mental representations consist of modal images for instances, many or entity-based for
attributes, and exemplars or episodes for categories. Abstract mental representations consist of amodal propositions for instances, few or experiencedbased for attributes, and prototypes or schema for categories.
Table 4 shows an application of the taxonomy to words, pictures, and
problems. Visual reasoning of words requires converting a verbal code (the
word ‘table’) into an image of an object. The primary advantage is to provide
an additional memory code that improves retrieval of the word (Paivio,
1986). Forming an image of a word fits into the static-image category.
Visuospatial reasoning, however, typically requires ideas expressed in text
rather than in a single word, converting propositions into visual simulations
(Zwaan, 2016). These simulations represent dynamic relations among words
and therefore fit into the extrinsic-dynamic category. As indicated in Table 4
the conversion of words and text into images occurs at the instance (object)
level of abstraction.
Although the conversion of words and text into images produces a more
concrete representation, the conversion of a picture into propositions (Pylyshyn,
2003) forms a more abstract one. This conversion occurs at the instance level of
abstraction when the propositions provide a fairly complete description of the
object but can additionally involve attributes if only the more relevant attributes
are included in the description. In addition, redrawing or reimagining a picture
as a diagram eliminates detail and creates a more abstract representation at the
attribute level. Details are not needed for many spatial reasoning tasks so a
diagram that preserves only spatial relations has advantages over more detailed
images of the objects forming the spatial relations (Hegarty & Kozhevnikov,
1999). Determining how many flowers can be planted along a border depends
on the spacing of plants rather than the color of the flowers. Spatial Predicate
Extraction rather than Visual Predicate Extraction is needed to construct a
Spatial Scene. Similarly, the spatial layout models proposed by Knauff (2013)
do not rely on detailed images of objects.

Table 4. Concrete and abstract mental representations for nine cognitive processes.
Referent
Words
Pictures
Problems

Cognitive process
Remember words
Comprehend text
Create images
Reason spatially
Reason conditionally
Reason analogically

Concrete representation
Image
Simulations
Icons
Pictures
Episodes
Examples

Abstract representation
Verbal code
Propositions
Propositions
Diagrams
Pragmatic schema
Schema, principles

Level
I
I
I
A
C
C

Note: The last column indicates whether the primary difference between a concrete and abstract representation occurs at the instance (I), attribute (A), or category (C) level. From Reed (2016)
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Analogical reasoning can be based on either specific exemplars at a concrete level or a schema at an abstract level. This distinction occurs at the
category level of analysis. Mental representations can be described at each
hierarchical level of abstraction. For instance, a weighted-features prototype
model made good predictions of how people would categorize test faces into
one of two categories (Reed, 1972). A prototype is a visual image of an
average face and therefore is a concrete representation at the instance level. It
is an abstract representation at the category level because it is created from
the category exemplars that occurred in the study. It is also an abstract
representation at the attribute level because of its emphasis on those attributes that are most helpful for distinguishing between the two categories.
Both exemplar and prototype models require Visual Predicate Extraction to
identify attributes. In addition, Visual Generation is needed to produce a
prototype and Procedural Memory is required for differentially weighting the
attributes.
Another type of abstraction is the “display schema” in Figure 9. As
described previously, a display schema consists of learned principles for
reasoning from diagrams (Hegarty, 2011). Such principles are learned from
exposure to many instances of diagrams and benefit from principles for
designing good diagrams (Hegarty, 2011; Kosslyn, 1994).

7.2. Combining actions and objects

The previous sections focused on the perceptual aspects of visuospatial
reasoning but much of visuospatial reasoning also involves a variety of
actions. Physical actions occur in the environment, virtual actions on a
computer screen, and mental actions in the brain. Actions on objects typically occur with matched formats: physical actions on physical objects, virtual
actions on virtual objects, or mental actions on mental objects. Table 5
illustrates a broader perspective that creates nine combinations of physical,
virtual, and mental actions with physical, virtual, and mental objects (Reed,
2018).
As for Tables 2 and 3 in the current article, case studies illustrate the nine
combinations in Table 5. Montessori’s ground-breaking instruction on
manipulatives for learning the base-10 number system (Lillard, 2005)
Table 5. Combinations of physical, virtual, and mental actions and objects.
Actions
Physical
Virtual
Mental

Physical
Montessori manipulatives
Robotic surgery
Brain–computer robotic interfaces

Objects
Virtual
Wii sports games
Virtual experiments
Brain–computer cursor Interfaces

Note: From Combining physical, virtual, and mental actions and objects (Reed, 2018).

Mental
Gestures
Teaching the blind
Sports simulations
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demonstrates physical actions on physical objects. Nintendo’s 2006 launch of
the videogame console Wii depicted on a computer screen the consequences
of physical actions in sports (Dogov, Graves, Nearents, Schwark & Volkman,
2014). Gestures are examples of physical actions on mental objects. The
greater generality of mental objects over more specific physical or virtual
objects can have instructional advantages for transfer (Novack, Congdon,
Hermani-Lopez & Goldin-Meadow, 2014).
Robotic surgery links virtual actions to physical objects by means of a
console that controls four interactive robotic arms. The da Vinci system
was designed to replace conventional laparoscopy that requires the
surgeon to operate while standing, using hand-held, long-shafted instruments (Bric, Lumbard, Frelich & Gould, 2016). Research on virtual
laboratory experiments has shown that they are as effective as physical
experiments in teaching students the principles of experimental design
(Klahr, Triona & Williams, 2007). Point-and-click was as effective as
grab-and-heft for several different design tasks (Triona & Klahr, 2003).
The actions for other tasks, such as conventional laparoscopic versus
robotic surgery, are quite different and require specialized training for
physical and for virtual actions (Sridhar, Briggs, Kelly & Nathan, 2017).
Virtual actions combined with auditory feedback have proven effective
in teaching the blind to learn the spatial layout of a virtual building. The
resulting mental image supported various navigation routes throughout
the physical building (Connors, Chrastil, Sanchez & Merabet, 2014).
Other training methods enable the disabled to control both physical and
virtual objects through brain–computer interfaces. Invasive methods that use
surgical implants and noninvasive methods that record brain signals from the
scalp detect cortical preparation that occurs before a cognitive, motor, or
emotional response (Chaudhary, Birbaumer & Ramos-Murguialday, in press).
A recent study demonstrated that three of four ALS patients and all four normal
patients learned to control a robot to reach and grasp a glass of water (Spataro
et al., 2017). Patients with motor disabilities have also learned how to use brain–
computer interfaces to control a cursor on a screen (Ma et al., 2017). Sports
simulations have been widely used to improve performance through the
rehearsal of mental actions on mental objects (Cumming & Williams, 2014).
These various case studies extend the previous frameworks of visuospatial
reasoning by specifying different combinations of actions on objects. The
research also showcases the application of visuospatial training studies to
many important real-world problems.
8. Future directions
My objective has been to organize the modeling of visuospatial reasoning by
drawing on the efforts of researchers in cognitive psychology (Hegarty, 2011;
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Kosslyn, 1983; Newcombe & Shipley, 2015; Reed, 2018) and artificial intelligence (Chandrasekaran et al., 2011; Lathrop et al., 2011; Lovett & Forbus,
2017; Tabachneck-Schijf et al., 1997). I focused on
Soar/SVS (Lathrop et al., 2011) as a promising cognitive architecture for
organizing this research. One criterion for evaluating cognitive architectures
is the extent of coverage. My analysis of a variety of spatial reasoning tasks
within the Soar/SVS architecture (Tables 2 and 3) demonstrates its broad
coverage. Another criterion for evaluating cognitive architectures is parsimony (Varma, 2011). Although there are many components of Soar/SVS,
they are required for coverage. The architecture provides a sensible balance
between parsimony and coverage for fulfilling Newell’s (1990) vision of
unified theories of cognition.
It remains to be seen whether either the original version of Soar/SVS
or my proposed modification is sufficiently robust to contribute toward
a unified framework for the development of theories of visuospatial
reasoning. Cooper (2007) reminds us that, according to Newell (1990)
a cumulative research program is more appropriate than falsification for
evaluating unified theories of cognition. Cooper adds, however, that
predictive failures are not necessarily bad. There will be no pressure to
further develop an architecture that never fails, perhaps because testing
was too conservative or the architecture is insufficiently constraining.
Further development of an architecture requires developing detailed computational models that utilize its components. In particular, there is a need to
connect the analog operations performed in the Visual Buffer with propositional information in Procedural Memory.
As indicated by Uchida, Cassimatis and Scally (2014), the formal
representation of reasoning by logical languages makes it difficult to
account for the integration of perception and reasoning. They address
this challenge by proposing a formalization in which perceptual simulation bridges the gap. Several assumptions of their proposal make it a
plausible psychological model. First, there is room for uncertainty. The
simulation may not produce accurate knowledge or even knowledge that
is consistent with a person’s beliefs. Second, not all reasoning requires
simulations. Third, simulations can involve objects that have not been
previously perceived by a perceptual mechanism. This allows for the
creation of novel objects and events.
The biggest challenge will be to integrate Soar/SVS with semantic knowledge in LTM. Developing these connections would help move the AI
research community toward achieving human-level AI in a computer system
(Adams, Banavar & Campbell, 2016). Linking visuospatial with semantic
knowledge is essential for a computer to score well on the multidimensional
Turing tests proposed by the authors. The tests include identifying objects,
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understanding videos, planning a construction, and interacting with the
environment.
A tighter link between visuospatial and semantic knowledge would
also open the door to the better design of instruction. According to
Newman’s (2013) inferential model of scientific understanding, understanding requires knowledge of why an event occurs. For instance, it
requires knowing why the kinetic motion of molecules explains the
temperature of a gas. Understanding in this case depends on making
conceptual connections between the properties of molecules, pressure,
force, velocity, etc.
There is now extensive evidence that spatial reasoning skills strongly
predict achievement in science, technology, engineering, and mathematics (Wai, Lubinski & Benbow, 2009) and that these skills can be
improved by training (Uttal et al., 2013). However, there is a lack of
studies on establishing causal relationships between spatial training and
achievement in STEM courses (Stieff & Uttal, 2015). Studies are needed
to establish whether spatial training generalizes to classroom instruction
and whether there are critical windows of opportunity for providing this
training.
Designing effective instruction is also required to improve STEM education. An example is the creation of effective diagrams to help people reason
about demanding topics such as electric circuits (Cheng, 2002) and probability theory (Cheng, 2009). The principle behind the construction of these
diagrams, as previously indicated, is that the fundamental conceptual structure of the knowledge domain should be directly encoded into the structure
of the representational system.
In conclusion, building computational models of visuospatial reasoning
should help computer scientists create effective AI programs, cognitive
scientists understand human reasoning, and educators design effective
instruction. These advances will be facilitated if computational models can
be embedded within cognitive architectures to create unified theories of
cognition (Gobet, 2017).
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