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ABSTRACT

between emotion and health [35]. As evidence of this, the
paper detailing PANAS [45], among the most widely used
measure of affect, has been cited over 7,000 times [17].

The assessment of emotion, or affect, is critical for anyone
trying to understand human behavior. But there is a
problem: affect as a state is frequently changing and
difficult to recall and express, yet in research, we typically
only assess it via a single questionnaire at the end of a
study. This work presents PAM, the Photographic Affect
Meter, a novel tool for measuring affect in which users
select from a wide variety of photos the one which best
suits their current mood. Our findings indicate that PAM—
which takes seconds to complete and is designed to run on
modern mobile phones and mobile computing devices—
demonstrates strong construct validity across two studies
and is very well suited for frequent sampling in context.
This work provides a tool to researchers in need of frequent
assessment of affect and guidance to others interested in
developing similar measurement tools.

There exists, however, a problem with most measures of
affect: they are lengthy questionnaire-based methods that
are generally only administered at the beginning and end of
studies.
Yet, we know that affective state varies
significantly over time [12,16] and that recall of affect is
limited and often distorted [42,20]. Because of this
disconnect between reality and measurement, the
effectiveness of many research studies is threatened [26].
Based on the above literature, what is needed to solve this
problem is a tool that (1) reliably measures affect, (2) is
unobtrusive and pleasant enough to administer at least
daily, and (3) can be administered in situ.
Here we present a novel system called the Photographic
Affect Meter, or PAM, designed to address each of these
three points. PAM has been developed for researchers
seeking a brief, objective measure of affect that can be
administered on mobile phones, and the work extends that
in single-item affect assessment by Russell [37] and Lang
[3,21] as well as research in Ecological Momentary
Assessment [12,22,42]. In the system, users are shown a
grid containing photos of varying subject matter, each in
some way depicting an emotional state. In the first of two
studies, individuals self-reported their current emotional
state using PAM as well as standard measures of affect, and
the scores were compared to demonstrate the effectiveness
of PAM as a measure of affect. In the second study, PAM
was deployed to measure affect in a field experiment to
demonstrate effectiveness in actual use. From these two
studies, we concluded that we can in fact reliably use a
subject’s choice of photo from PAM as a measure of affect
and that PAM is very well suited for use on mobile phones
for collecting affective data in situ.

Author Keywords

Affect, mobile computing, health.
ACM Classification Keywords

H5.m.
Information
miscellaneous.

interfaces

and

presentation,

General Terms

Design, Experimentation, Measurement.
INTRODUCTION

Emotion is an omnipresent aspect of human existence that
influences nearly every facet of our behavior [23,35,41].
As such, scientists often require at least a basic
understanding of the emotional state of research subjects.
The measurement and study of emotion, or affect, is
commonplace in the behavioral sciences [3,21,31,37,38]
and is particularly prevalent in health-related research,
where it has become clear that numerous relationships exist

The implications of these findings are important for several
reasons. First and foremost, we offer an instrument with
which researchers can reliably and frequently measure
affect via mobile phones and over the web. PAM is a
testament to the ability of these technologies to deliver
media, interact with users at key moments in context, and
collect incredibly useful information. Second, this work
represents further validation of a number of premises
important to emotion research, notably the link between

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise,
or republish, to post on servers or to redistribute to lists, requires prior
specific permission and/or a fee.
CHI 2011, May 7–12, 2011, Vancouver, BC, Canada.
Copyright 2011 ACM 978-1-4503-0267-8/11/05....$10.00.

725

CHI 2011 • Session: Emotional States

May 7–12, 2011 • Vancouver, BC, Canada

imagery and emotion [21,6], the utility of single-item affect
instruments [4], and the importance of frequent sampling of
affect in context [32,42,12]. System designers and HumanComputer Interaction researchers can turn to PAM and the
methodology behind this work to inform future
development of quick, reliable means of assessing various
aspects of the state of their users in context.

measuring and modeling affective states at the time of
cravings and relapses in substance abusers.
One prerequisite for the use of EMA and similar frequent
measurement constructs is that brief, reliable, unobtrusive
instruments must exist to measure the variables in question
at precise times throughout the day or in the context of
specific behaviors. It is not clear that such an instrument
exists to measure affect. That is not, by any means, to say
that this work represents the first brief measure of affect;
there have been a number of previous attempts to create less
time-consuming measures. Of course, there are numerous
challenges in creating a brief measure of affect, not the least
of which is the highly complex and oft-debated nature of
affect itself. Much of that will be avoided here, but a short
discussion on the subject should suffice to convey the
difficulty of the task as well as frame this work from a
theoretical perspective.

BACKGROUND AND RELATED WORK
The Argument for Frequent Assessment of Affect

The assessment of subjects at the beginning and end of a
study by self-report is a standard practice with a long
history in experimental and clinical investigations. This
makes sense logistically for a number of reasons including
convenience, practicality, managing participant burden, and
of course, lack of suitable methods for more frequent
sampling. There are, however, two serious drawbacks to
employing this approach when dealing with affect. First,
numerous studies have found reports of specific past events
to be distorted [42], generally based on the most intensely
experienced emotions and the state at the time of reporting
[20]. Such distortion of memory clearly threatens the
effectiveness of research [26].

Measuring Affect

The most common manner of conceptualizing affect for
objective measurement is to consider it as existing in two
dimensions: valence (unpleasurable to pleasurable or
negative to positive) and arousal (low activation to high
activation), perhaps best described by Russell’s Circumplex
Model of Affect [38]. Granted, the first dimensional model
of affect [46] and many subsequent models have involved a
third dimension (dominance, tension, control, etc.), but
most current emotion scholars work within the more
manageable two-dimensional framework [39]. Various
discrete and independent emotions can be mapped in twodimensional affect space, as can an individual’s current
affective state, which may involve one or many of those
discrete emotions. In order to meaningfully measure and
report affect, an instrument must capture to some extent an
individual’s state in regards to both of these dimensions.
Mehrabian and Russell created a Semantic Differential
Scale in attempt to capture the full dimensionality of
emotion and included a third dimension, dominance [28].
While thorough, this scale is somewhat unwieldy both in
practice and analysis [37].

The second manner in which baseline-closeout studies
struggle measuring affect relates to the duality of emotional
experience. When affect is measured, what is captured is
either the more stable, general affective condition of a
subject (trait affect, or dispositional affect) or a short-term
bout of emotion being experienced in that given moment
(state affect, or possibly mood) [16]. Hence, when affect is
measured at the end of a study, what is generally captured is
trait affect, possibly influenced by current state affect, or
perhaps just state affect at the time of closeout. Either way,
the moment-by-moment, day-by-day emotional experience
of the subject cannot be captured by this single assessment.
There does exist a theoretical framework dealing with the
importance
of
collecting
various
in-the-moment
assessments during research.
Ecological Momentary
Assessment, or EMA, is a class of data collection methods
that attempt to alleviate the problem of recall bias and big
picture emphasis by instead assessing subjects in context at
opportune moments [32,42], usually with some sort of
mobile computing device [1]. For example, Experience
Sampling [1,12,15,22] is a notable subset of EMA
methodology in which users are prompted by messages on
their phone to complete some sort of assessment. Reis and
Gabel [36] highlight the importance and benefits of
sampling a subject’s experience day-to-day in terms of
salience, recency, and memorability of events, each of
which are likely to impact recall and reporting of affect.
Because of this, EMA has a significant advantage over
standard data collection methods in that it permits more
sensitive, detailed, and wide-ranging measurements of
mood and behavior [32]. Epstein and colleagues [14], for
example have demonstrated success with this approach

Watson, et al, presented a different approach with their
Positive And Negative Affect Schedule, or PANAS,
essentially combining dimensions of arousal and valence
into two measures, one for positive affect (PA) and one for
negative affect (NA) [45]. PANAS consists of 20 items—
single emotion or feeling words that represent positively
and negatively valenced feelings as well as arousal/
activation. For the PA scale, higher arousal and more
pleasurable selections result in higher scores; low arousal
and less pleasure result in a low score. The NA scale
functions the same with respects to arousal but features
negatively valenced items. More recently, PANAS has
been suggested to be more reflective of positive activation
than of pleasure, as items such as happiness are not directly
assessed [10,44], which could lead to misleading
interpretation if PA is assumed to be pleasure-driven.
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Examination of PANAS scores in subjects experiencing
extreme state anger has highlighted this issue, as the high
level of activation from anger leads to confusingly high
PANAS Positive scores [18]. Still, the validity and
reliability of the measure is difficult to question; the relative
simplicity combined with repeatability across thousands of
studies has given PANAS a place among the more widely
used measures in all of science.

phones with a colored two-dimensional Mood Map. The
system is essentially an abstract version of the original
Affect Grid that has been designed to run on the
MyExperience experience sampling application [15]. The
simplistic but seemingly effective Mood Map is perfectly
suited for such applications, however it has not been
validated against reliable measures of affect, and given the
level of abstraction of the grid space and arbitrary color use,
it may prove difficult to validate. Other examples of
mobile phone-based assessments include Isomursu’s
Feedback [19], although this is more focused at emotional
response to a mobile app for use in usability testing and
Meschtscherjakov’s emoticon-based work, which is
promising, but also not yet validated [29].

Brief Measures of Affect

Researchers have sought to streamline the process of
measuring affect for some time. Ironically, even Watson et
al originally referred to the 20-item PANAS as “brief
measures of positive and negative affect” [45]. PANAS
may be brief in comparison to prior work, but certainly not
to the point that it would be suitable for use in the context
of Ecological Momentary Assessment or frequent
measurement. In fairness, PANAS was not developed to be
used as a frequent, in situ measure, but there have been
several efforts to develop more suitable single-item
measures of affect meeting with varying degrees of success.

If we revisit the three criteria from above, namely that the
system must (1) reliably measure affect, (2) be unobtrusive
and pleasant enough to administer at least daily, and (3) be
able to be administered in situ, we find that no single
instrument fully satisfies all three criteria. Russell’s and
Lang’s work certainly satisfy the reliability criterion. The
Affect Grid could easily be implemented on a mobile
phone, but due to the above-discussed issues would remain
a cumbersome instrument. Lang’s SAM is quicker and
more pleasant, but requires three distinct decisions to be
made regarding one’s emotional state. The Mood Map and
other similar works are ideally suited for frequent, in
context measurement but have in general not been validated
as reliable measures of affect. Designing a mobile phonebased tool for frequently assessing a user’s emotions in
context sounds decidedly like a problem for the HCI
research community, yet there has been little work done
along these lines. Taking aim at the problem with what
research in HCI has taught us about mobile technology,
context, usability, design, and affective computing seems
likely to yield significant contributions.

The first work that is relevant to this research is Russell’s
Affect Grid [37]. In short, the Affective Grid is a pen and
paper based instrument in which subjects are presented a
10x10 empty grid representing two-dimensional affect
space with valence in the x-axis and arousal in the y-axis.
Subjects check the cell of the grid that represents how they
currently feel, and that location can be mapped to a score
that correlates strongly with the Semantic Differential Scale
and PANAS Positive. The most significant issue with the
Affect Grid is the difficulty that it presents subjects; the
instructions are lengthy in order to explain the less-thanclear concepts described above and even then, subjects
must be able to cognitively process their current emotional
state and quantify it on a box in a grid.
A second important single-item measure of affect is
Bradley and Lang’s Self Assessment Manikin, or SAM [3].
SAM presents users three sets of five drawings of a simple
character, each set representing the range of states in the
pleasure, arousal, and dominance dimensions. Subjects
identify the character in each set that represents their
current state in that particular dimension. SAM scores
correlate highly with scores from Semantic Differential,
particularly in the Valence and Arousal dimensions but
were not reported as validated against PANAS. SAM
attempts to simplify the cognitively difficult task of locating
ones affective state in two-dimensional space by instead
leveraging the human response to imagery, a subject in
which Lang is expert [21].
To a certain extent, the two measures described above could
be considered as the conceptual predecessors to most of the
more recent work in this area. Perhaps the best example of
how modern mobile devices can be combined with these
classic theoretically grounded measures of affect is the
work of Morris, et al [31], who assess affect on mobile

Figure 1. An instance of PAM on an Android mobile device.
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PAM: THE PHOTOGRAPHIC AFFECT METER

spectrum (including violence, sexuality, etc.), and our pilot
testers indicated that most images in IAPS would not be
photos they would choose for themselves. Further, the
IAPS photos have been chosen to provoke emotional
response, whereas the goal of PAM is assessment.

From a user’s perspective, PAM, like its predecessors, is
laid out in a grid (Figure 1). The subject is presented with
16 photographs that represent a diversity of emotions
(description to follow) arranged into a 4x4 grid, and is
prompted to select a photo that best describes how they feel
right now. Below the grid, a button to choose more photos
reloads the grid with a different set of PAM images should
the user not be able to comfortably express their state with
one of the photos currently displayed. Upon selection of a
representative photo, the other images are removed,
allowing the subject to review his/her selection before
touching the report mood button.
Design Decisions and Prototyping

Research in affective computing suggests that computers
are inherently bad at detecting users’ emotional states and
that designers should steer clear of falling into this trap [2].
In this context, our approach was to (1) use a representation
of emotion that offered opportunity for interpretation and
personal meaning and (2) allow users (rather than the
designers or the system) to determine the meaning of each
representation of emotion. Therefore, we decided to
incorporate the ambiguity of emotion into the design of the
system [40] but then use rigorous quantitative validation to
produce an objective measure a la PANAS [45].

Figure 2. Example PAM images in Russell’s affective space.

Instead, we turned to the online photo-sharing service
Flickr. Using the Flickr API, we downloaded roughly 9,000
Creative Commons-licensed images that had been tagged
by the community of Flickr users with one of Russell’s 28
words of affect [38] in hopes of finding photos that PAM
users would find representative of a variety of emotions.
After removing images with inappropriate content, 7,714
photos remained. To prototype the concept and illuminate
the subset of these images with which people would be
most likely to identify, testers (N=70) were encouraged to
use an early version of PAM to select photos to represent
their current emotional state repeatedly over a period of one
to two weeks. From these data, we identified the most
frequently user-selected photos. It should be noted that the
communal tagging of a photo with an emotion word on
Flickr has the potential to be somewhat arbitrary, loaded, or
unrelated to the image. As such, we used the photos’ tag
words in the initial sorting and handling of the images
only—our assumptions moving forward about the
relationship of a given image to affect are always based on
empirical evidence rather than the emotion-word tags.

Along these lines, the first important consideration was
choosing a medium for representing emotion. Text-based
instruments are obtrusive in the amount of time they take to
complete, and even simplified measures like Russell's
Affect Grid can be unwieldy. Others, such as SAM and
Mood Map, instead make use of graphical representations,
taking a successful step towards an abbreviated scale.
Along these lines, color has been a popular medium for
representing emotion in the HCI community [30,43]. A
body of research connects color with emotion [27,33] but
suggests that interpretation of color would prove to be too
equivocal to be useful for assessment purposes [13].
Photographs offer a richer and more engaging
representation of affect. The link between photographs and
emotion is well researched, with evidence suggesting that
photos themselves can be emotionally charged and can have
universal emotional legibility [21], but also can have very
private meaning based on prior or shared experiences [6].
We hoped this tension between emotional legibility and
private meaning would offer users a range of interpretive
flexibility from images with more specific emotional
content (such as an expressive human face) to something
more ambiguous (a drop of water rippling in a glass).

We decided to arrange the photos in a grid, from low
arousal and negative valence in the bottom left corner, to
high arousal and positive valence in the top right, imitating
Russell’s Affect Grid. Brief testing on a variety of smart
phones such as Android, iPhone, and Blackberry indicated
that a 4x4 grid was an appropriate balance of photo size
given limited screen size. To deal with the openness for
interpretation of photos described above, multiple images
would be assigned to each grid cell, and those images
would rotate randomly each time PAM loads. Under this

In selecting a photo set to use for PAM, we first considered
using Lang's International Affective Picture System (IAPS),
an archive of photos that make up a validated instrument for
evoking a variety of emotional responses [21]. However, in
order for these photos to consistently evoke such responses,
the subject matter they depict falls at extreme ends of the
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solution, hopefully with use of the ‘more photos’ button and
repeated use, users will select an appropriate photo the
majority of the time.

Affect Grid would have been a good choice from the
perspective of fit with PAM. The Semantic Differential
Scale and SAM would have made good choices from the
perspective of in-depth evaluation of PAM in multidimensional affective space.
However, PANAS was
selected, partly because it is somewhat of a summary
measure of these others, and partly because of its wide use
in health [9,14], the area of interest of this research team.

Finally, we chose our list of most frequently selected photos
and arranged them in the grid based on the dimensions of
valence and arousal and Russell’s itemization of emotion
words [38]. Starting with a list of 100 or so photos, the
prototype system was piloted with 70 more testers who also
completed PANAS after selecting a PAM image, and these
results determined the final photoset (3 images per grid
cell) as well as the location each would appear in the grid.

Study 1: Validation of PAM with PANAS

Subjects were 315 individuals (45% male; Asian 21.3%,
Black or African American 7.8%, Hispanic or Latino 8.5%,
White 54.6%, Other 7.8%) recruited through a combination
of university departmental and student list serves, snowball
sampling, flyers, and postings on a variety of websites.
Subjects who participated were given the option of
providing an email address to be entered into a drawing to
win an iPod.

Scoring System

PAM produces four separate “scores” upon completion.
The first, just referred to as PAM, is a 1-16 score that maps
to PANAS PA. In keeping with the conceptualization of
PANAS PA as ranging from low pleasure and low arousal
to high pleasure and high arousal at the high end, the PAM
Score is derived by starting a counter at the negative
valence, low arousal corner of the grid and working
increasingly in arousal then valence toward the positive
valence, high arousal corner of the grid (Figure 3).

Subjects logged into the study website and completed the
PAM assessment with the prompt “Select the image that
best captures how you feel right now.” Next, subjects were
taken to a web-based version of PANAS, with the time
scale of the PANAS prompt also changed to be “Indicate to
what extent you feel this way right now, that is, at the
present moment.” Finally, subjects were asked to provide
basic demographic information. This provided a data set
with which to examine the relationship between each
subject’s PAM and PANAS results, both theoretically
representing measures of state affect.
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Study 2: Use of PAM in a Field Experiment

Low Arousal

Subjects were 34 individuals (14 male) recruited via
university departmental and student list serves and flyers
for participation in a mobile phone-based research study
examining healthy decision making processes. Subjects
were compensated for participation in the main study, but
not for the ancillary study. The primary research study
consisted of subjects using an application called VERA, in
which users are asked to take photographs documenting
health-related decisions (take the stairs or ride the elevator,
eat a piece of cake or pass it up, etc.) that they make
throughout the course of the day. In the system, users take
a photo of their health behavior, toggle whether the
behavior was something they did or avoided (took the
stairs, avoided the piece of cake), rate the decision on a
scale of -3 (most unhealthy) to +3 (most healthy), and
optionally add a short text comment. The photos and notes
are then posted to a social system in which other users in a
group can view and comment on one another’s photos.

Figure 3. PAM scoring in the grid layout.

The other three PAM values are also derivatives of position
within the grid (Figure 3). The PAM Quadrant is the
valence and arousal quadrant of the grid from which the
subjects’ selection was made, and is represented by a score
of 1 (Negative/ Low), 2 (Negative/ High), 3 (Positive/
Low), or 4 (Positive/ High). PAM Valence is a score of -2
to 2 (excluding 0) that represents the absolute position in
the grid in absolute terms on the x-axis, and is a measure of
the extent of displeasure to pleasure the subject is feeling.
PAM Arousal is also a -2 to 2 (excluding 0) score, instead
derived from the position on the y-axis. PAM Arousal
represents the subject’s state of arousal or activation
ranging from low to high.
METHODS

The goal of this research is to establish the validity of the
PAM as a usable tool to frequently measure affect. To that
end, we conducted two studies using PAM: the first was
designed to validate the instrument against PANAS, the
most widely used measure of affect; the second was
designed to test the use of PAM in the context of an actual
behavioral experiment. The question did arise as to which
existing measure PAM scores should be compared to. The

To examine how PAM might work in an experimental
context, the instrument was integrated into the VERA
system as the last step in the posting process. Immediately
after each user-behavior photo was taken and rated, users
were prompted to select the PAM photo that best
represented their mood at the time of the activity. As part
of pre-study training, users were instructed to choose the
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photo that best represented how they felt at the time of the
behavior, not necessarily how they felt about their healthrelated decision. Following the study, subjects completed
PANAS, prompted to indicate how they felt in the last two
weeks over the duration of the study. Note that in study
one, PAM and PANAS were both intended to represent
state affect. However, in study two, while PAM represents
state affect, PANAS—with a prompted duration of two
weeks—represents trait affect [35].
The goal of this study was two-fold: first, to ensure that
subjects would not mind regularly completing PAM and
that it wouldn’t grow burdensome, and second, to further
validate PAM as a measure of affect. While the former is
straightforward, the latter is somewhat more involved.
Based on the premise that there is a well-documented link
between affect and health—chiefly that higher positive
affect is associated with healthier behaviors across the
board [9,35]—the expectation is to find a correlation
between PAM and healthiness. This is complicated,
however, by the fact that the VERA system is aimed at inthe-moment decisions on health behaviors, and as such is
more a question of state than trait affect [35]. The true
expectation, then, is for healthier behaviors to be associated
with higher PAM scores but not necessarily with higher
PANAS PA scores.

Figure 4. Scatterplot of PANAS PA vs PAM

PAM strongly correlates with PANAS Positive (.71, Table
1). PAM scores are in fact a good indicator of positive
affect. Note that there is a weak negative correlation (-.37)
between PAM and PANAS Negative, which is consistent
both with theoretical expectations [45] and with the
correlation between PANAS Positive and PANAS Negative
(-.30). While it is difficult to compare correlations between
studies, it is worth noting that Russell’s Affect Grid
produced a correlation of only .62 with PANAS PA.

RESULTS

Given the dimensionality of PAM, it is also important to
examine the component data (arousal and valence) as well
as just the compiled PAM score. Remember that PANAS
Positive is in reality a combination of valence and arousal,
with lower arousal and obviously negative valence
indicative of lower scores and higher arousal and positive
valence indicating higher scores. The graphs in Figure 5
clearly demonstrate the same pattern, providing strong
evidence of the validity of the PAM valence and arousal
components. It is interesting to note that PANAS Positive
scores are slightly higher at Arousal=1 than Arousal=2
(although not significantly so), as this suggests that the
scores are somewhat valence (pleasure) dominated.

The results of these two studies represent strong evidence
of construct validity for PAM as well as suggest that the
instrument is effective in field experiments.
Study 1: Validation of PAM with PANAS

The primary point of comparison of this study is subjects’
PAM scores and PANAS scores, both representing state
affect. In this sample (N=315), mean scores for each
measure were PAM, M=9.72, SD=4.06; PANAS PA,
M=25.75, SD=7.64; and PANAS NA, M=15.65, SD=6.20.
Figure 4 depicts a scatterplot of PANAS PA vs. PAM.

Figure 5. Plot of mean PANAS scores by PAM Quadrant, Valence, and Arousal. ANOVA for each significant at p < 0.001.
Difference in means (t-test) are all significant at p < 0.001 except for Negative/ High vs. Positive/ Low, Valence = -2 vs Valence = -1.
Valence = 2 vs. Valence = 1, Arousal = 2 vs. Arousal = 1.
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PANAS
Positive

PANAS Negative

.71

-.37

healthiness, the expected result [9,35]. A comparison of the
mean PAM scores of healthy choices (M=11.68, SD=4.19,
N=711) vs. unhealthy choices (M=8.95, SD=4.61, N=437)
finds healthy choices to be associated with significantly
higher PAM Scores, t(1146)=10.30, p < 0.001. This is of
course what we would expect from a theoretical perspective
[9,35] and provides evidence that PAM is an effective
measure of affect in a field experiment such as this.

-.30

Table 1. Correlations between PAM scores and PANAS scores,
N=315 (p < 0.001 for all values).
Study 2: Use of PAM in a Field Experiment

Further analysis of PAM scores in the dimensions of
valence and arousal with healthiness make this relationship
quite clear. An analysis of the valence and arousal
components of PAM produces similar results. The graphs in
Figure 7 clearly depict the desired, theoretically grounded
trend of increasing likelihood of healthy behavior with
increases in positive affect.
Comparing the mean
Healthiness of decisions identified by positively valenced
PAM scores (M=.79, SD=1.53, N=861) to those of
negatively valenced PAM scores (M=-.33, SD=1.68,
N=308) shows that positively valenced PAM scores are
associated with significantly healthier decisions,
t(1167)=10.74, p < 0.001. The same can be said for
Arousal, with PAM high Arousal Healthiness scores
(M=.79, SD=1.63, N=638) significantly greater,
t(1167)=6.744, p < 0.001, than the PAM low Arousal scores
(M=.15, SD=1.61, N=531).

In the second study, 34 subjects posted and recorded affect
with PAM 1,169 times. The focal point of analysis for the
second study is comparison of the healthiness of decisions
and the corresponding PAM state affect results as well as to
PANAS PA trait affect assessed at post-test. To frame this
analysis, it should be pointed out that a significant literature
links emotions and health-related behaviors, as extensively
reviewed by Pressman and Cohen [35].

Up to this point, the assessments of affect discussed have
been measures of state affect. In study two, however,
PANAS PA was employed as a measure of trait affect,
creating an interesting comparison point. Remember that
state affect has been shown to be more influential over
acute health issues and spur of the moment, seemingly less
consequential decisions [35], whereas trait affect is more
associated with long term health issues and influence over
more serious issues [9,35]. Here then, the expected
outcome is a link between healthiness and state affect,
measured by PAM (which has been clearly demonstrated
above), but not necessarily between health and trait affect,
measured by PANAS PA. This is in fact what the data
from this study show, finding no significant correlation

Figure 6. Mean PAM Score vs. Healthiness, ANOVA
significant at p < 0.001.

Given that subjects recorded a wide variety of healthrelated behaviors and those behaviors cannot always be
associated with one’s current emotional state, there is
substantial variability in these data. Yet, the expected
moderate, significant positive correlation of 0.52 (p < 0.01)
between PAM and healthiness of behavior is found. Figure
6 shows the mean PAM scores generally increasing with

Figure 7. Plot of healthiness by PAM Quadrant, Valence, and Arousal. ANOVA all significant at p < 0.001. Difference in means (ttest) are all significant at p < 0.001 except for Negative/ High vs. Positive/ Low, Valence = -2 vs Valence = -1. Valence = 2 vs.
Valence = 1, Arousal = 2 vs. Arousal = 1, Arousal -2 vs. Arousal -1.
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between the mean healthiness of an individual’s behaviors
and their PANAS PA score. Further, while one would
expect a complete record of affective states to, on average,
be consistent with trait affect [12,35], the same would not
be said for a sampling of state affect as we have here,
because of the extreme variability [12,16]. Indeed, there is
no significant correlation between the mean of PAM scores
recorded at the time of healthy decisions for an individual
and their PANAS PA score recorded at post-test.

theoretical construct of a photo-based grid representation of
affect. To wit, users of PAM need not be given instructions
other than a brief prompt, in contrast to Russell’s Affect
Grid [37], for example, which requires lengthy instruction.
Design and implementation undoubtedly play a role in the
effectiveness of PAM; a touch screen interface with one
step that is built into existing apps is far from obtrusive.
Further, the grid layout of photos, whose underlying
structure is not spelled out explicitly to users, may still
become familiar over time, increasing the ease of response.
Another possibility is that the emotional representation of
images allows for a very rapid response. Lang suggests that
images elicit a visceral response [21]; perhaps users are
forming almost precognitive decisions about their current
emotional state in response to the imagery. All the above is
certainly subject matter for future experimentation.

Lastly, subjects were asked about their use of PAM in posttest surveys and interviews. Of the 34 subjects who
participated, only one had a problem of any kind with
PAM—he didn’t like the subject matter of the imagery.
Not one of the subjects found the use of PAM obtrusive,
annoying, or burdensome, in spite of the fact that the 34
subjects used PAM 1,169 times over the two-week period
of the study for an average of 2.5 times per day each.

It should be noted that work on PAM has yet to investigate
how cultural differences may shape the interpretation of
emotional photos, or even whether this model of affect
would be appropriate to apply cross-culturally. While the
sample used in both studies was relatively racially diverse,
the participants were individuals living, working, or going
to school in the United States. Those looking to incorporate
PAM into future projects should be mindful of this fact
until more work along these lines is conducted.

DISCUSSION
Validity and Effectiveness of PAM

These results clearly demonstrate that PAM can be utilized
as a brief, reliable measure of affect. Establishing the
validity of any measure can be an arduous task involving
the exhaustive assessment of various forms of validity [5,8]
and thorough contextual analysis of both measure and
theory for fit and boundary conditions [24]. Chronbach
describes the process as iterative and nearly unending [11].
At this stage, our approach has been to establish construct
validity for PAM—that is, that PAM is in fact measuring
affect and doing so in a way that is meaningful and fits
within expectations—and to examine the use of PAM in the
context of its most likely usage scenario and see if it holds.

Who Should Use PAM?

PAM is not intended as a substitute for PANAS or other
more substantial measures of affect. While there is
evidence that shorter scales are not always necessarily
worse than more complete ones [4], PAM is really designed
for circumstances that necessitate a more efficient or
portable instrument, particularly when assessment would be
best carried out on a mobile device or computer. A prudent
approach would be to combine frequent measurement with
PAM to capture variability around daily events or key
happenings with a more substantial assessment of affect at
the beginning and/ or end of the study.

Campbell and Fiske [5] classically identify convergent
validity (the extent to which the measure converges with
other similar or theoretically correlated measures) and
discriminant validity (the extent to which the measure does
not converge with theoretically unrelated measures) as the
two requisite components to establish construct validity in a
new measure. This argument is very simple: in study one,
PAM scores strongly correlate with PANAS Positive state
affect scores, and analysis of the valence and arousal
components of PAM leads to expected results when
compared to PANAS.
This is strong evidence of
convergent validity considering that PANAS is the measure
we have selected as most representative of our desired
construct of affect. Discriminant validity is somewhat more
complicated, but we find evidence of this in study two in
the fact that the limited sampling of state affect PAM scores
do not correlate with a trait affect measured by PANAS.

The field experiment described above using the VERA
application is a perfect example of the value of PAM. As
the findings demonstrate, simply assessing subjects’ affect
with PANAS after the study period (the classic approach)
would not have shed light on a link between emotion and
health behavior in that study. Yet the PAM scores recorded
at the time of each health decision demonstrated a clear
relationship with health behavior. Hence, by employing
PAM in situ as well as PANAS at post-test, a relationship
emerged highlighting the importance of state over trait
affect for day-to-day health-related decisions.

Equally as important as establishing construct validity, the
findings above demonstrate the viability and effectiveness
of PAM for use as a tool for Ecological Momentary
Assessment [22] in field studies. The fact that PAM was
used with such frequency over a two-week period with little
or no complaint is a testament to both the design and the

Two general cases comprised of classic examples of
Ecological Momentary Assessment make up the most likely
usage scenarios for PAM. First, PAM could be used in
cases where researchers need to know about subjects’
affective states during certain events or decision making
processes, such as linking affect to dietary choices [25],
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exercise behavior [7], lapses in substance abuse [14], or
around traumatic events [34]. Second, PAM would be a
logical tool to incorporate into any experience sampling or
other similar scenarios, such as examining the variability of
affect over time [1,12], around use of an app or system [19],
or around scheduled happenings like key political addresses
or the FIFA World Cup. The majority of examples that fall
into these two categories emphasize the importance of
measuring affect in situ. As such, they beg for the use of
mobile devices, particularly a user’s primary mobile phone
that would be with them at all times and on hand whenever
the key moment of assessment might take place.
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